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Abstract. We propose a statistical study of sentiment produced in an
urban environment by collecting tweets submitted in a certain timeframe.
Each tweet was processed using our own sentiment classifier and assigned
either a positive or a negative label. By calculating the average mood,
we were able to run a Mann-Withney’s U test to evaluate differences in
the calculated mood per day of week. We found that all days of the week
had significantly different medians. We also found positive correlations
between Mondays and the rest of the week.

1 Introduction

Twitter, the most popular microblogging platform of our time, allows users to
broadcast brief text updates to a public or selected group of contacts [1]. By
analyzing this publicly available broadcast of information is possible to infer
population attitudes in a similar manner as those obtained by pollsters [2, 1].
Several studies have been able to use Twitter obtained data to explain and
predict outcomes in social, cultural, economical and political data [1–3].

Our aim is to use these attitudes portrayed in the Twitter-sphere as a way
to estimate the collective mood of an urban environment.

1.1 Related Work

Most of the related work was done by Bollen, Pepe and Mao who found out that
political and economical events influence the quality and quantity of messages
submitted to Twitter [1]. In a continuation of the study, they were able to predict
stock market changes [4]. O’Connor and Balasubramanyan were able to correlate
tweets to political opinion over the 2008 U.S. presidential election [2].

2 Results

2.1 Data and Methodology

We obtained a collection of public tweets recorded from June 15th to July 19th,
2013 (1,226,981 tweets from 1,805 distinct locations around Mexico City). For



each captured tweet, we stored an unique identifier, date-time of submission
(GMT-6), coordinates of submission and place identifier, alongside with the text
of the tweet. Unfortunately, The Twitter API explicitly prohibit us of providing
user demographics such as gender or age.

Using a previously trained Naive Bayes Classifier1 we assigned each tweet to
either a positive or a negative mood. We then obtained an average mood score
md,t for tweets submitted on day d ∈ {Monday, Tuesday, . . . , Sunday} and time
t ∈ {5z : z ∈ N} as described by equation 1

md,t =

∑
w∈Td,t

1(w)

||Td,t||
(1)

where Td,t denotes the set of captured tweets from day d and time [t − 5, t]
and 1(w) is the characteristic function for positiveness in tweet w.

Each md,t represents a percentage of positive tweets with respect of the total
tweets captured at the time. Grouping by day of week yields seven 24-hour
time-series with values ranging from 0 (no positive tweets at the time) to 1 (no
negative tweets at the time).

2.2 Mood analysis

In a typical day, the day starts with an aggregated score of 80% which slowly
downgrades to 45% - 50% on weekdays by 7 am until 8:30 am (begin of labor).
The mood starts climbing from 9:30 am reaching its peak (85% - 90%) around
Mexican lunch hour (1 pm - 2 pm) from where it goes down again (post-meal
work hours) finishing the day around 70% - 75%. Fig. 1 shows the aggregated
mood for each day of the week.

Fig. 1. Evolution of the aggregated mood score as a function of time. Typical days
start around 80% positiveness and end close to 70%.

We decided to investigate further this progression by color coding the range
of possible moods (md,t ∈ [0, 1]) with extreme values taking colors red (RGB:

1 With 145,520 features (unigrams and bigrams, basic stopwords, without stemming)
using a automatically labeled [5] dataset of 118,092 positive and 77,265 negative
examples.



255 0 0) and green (RGB: 0 255 0) for negative and positive moods respectively.
Following this idea, a neutral mood appears with a color resembling olive (RGB:
127.5 127.5 0). Fig. 2 exemplifies this idea. It can be noticed that even when all
days tend to follow a similar pattern, weekdays (with the exception of Friday) are
more likely to end in a neutral mood whereas Fridays, Saturdays and Sundays
end with a positive feeling.

Fig. 2. By color coding the range of possible moods we are able to identify the way
the mood change in a certain week.

Descriptive statistics (Fig. 3) shows that the worst day for inhabitants of
Mexico City is Thursday while the best is the Sunday. We ran a Mann-Withney’s
U test to evaluate the difference in the calculated mood per day of week. We
found that all days of the week have significantly different medians. We also
found positive correlations between Mondays and the rest of the week (meaning
that a good start is always important) and Tuesdays with Monday, Wednesday,
Thursday and Friday. A multivariate regression analysis shows that Sunday’s
mood depends on the values from the week (adj. R2 = 0.6121, F (2, 281) =
76.47 p < 0.001) with all days except Saturday (p > 0.1) having significant
effect. In contrast, Thursday’s mood can be explained by mood changes in the
week (adj. R2 = 0.6578, F (6, 281) = 92.94 p < 0.001) with only Wednesday
(β = 0.3181 p < 0.001), Saturdays (β = 0.2405 p < 0.001) and Sundays (β =
0.4068 p < 0.001) being of significant importance.



Fig. 3. Descriptive statistics for each time series. For Mexico City, the worst day was
Thursday while the best was Sunday.

3 Conclusion

In this work, we propose the usage of the sentiment portrayed by tweets, submit-
ted within city boundaries, as a way of characterizing the collective mood of an
urban environment. By studying a dataset of over 1 million tweets from Mexico
City, we found statistical differences in the way Mexico City’s inhabitants feel
about the weekdays. We also found linear relations between certain days and
the rest of the week. Finally, by mapping moods to a gradient of colors we were
able to visualize the progression of mood swings in different days.
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