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ABSTRACT
When interviewing a child who may have witnessed a crime, the interviewer must ask
carefully directed questions in order to elicit a truthful statement from the child. The presented
work uses Granger causal analysis to examine and represent child–interviewer interaction
dynamics over such an interview. Our work demonstrates that Granger Causal analysis of
psycholinguistic and acoustic signals from speech yields significant predictors of whether a child
is telling the truth, as well as whether a child will disclose witnessing a transgression later
in the interview. By incorporating cross-modal Granger causal features extracted from audio
and transcripts of forensic interviews, we are able to substantially outperform conventional
deception detection methods and a number of simulated baselines. Our results suggest that
a child’s use of concreteness and imageability in their language are strong psycholinguistic
indicators of truth-telling and that the coordination of child and interviewer speech signals is
much more informative than the specific language used throughout the interview.

1. Introduction
In legal proceedings and investigations involving children suspected of being the victim or witness to a crime, Child Forensic
Interviews (CFIs) are administered to elicit testimony from a child in a controlled environment. Because of their particularly
vulnerable developmental state, children can be perceived to produce unreliable testimony (Lyon et al., 2017). Furthermore, children
can be coached and coerced to admit or omit falsely when interviewed (Talwar et al., 2018). To address these issues, legal experts
have developed CFI, a structured conversation conducted with a child by a trained legal professional. CFI begins with a process
called rapport building, in which the interviewer asks the child benign open-ended questions in order to make the child comfortable
answering questions in a narrative form. Afterwards, the interviewer elicits testimony during the recall section by directing openended questions towards the topic of interest. This procedure minimizes manipulation from the child’s testimony in order to allow
for it to be admissible in a court.
Due to the high stakes involved, legal scholars and child psychologists are invested in finding factors that indicate whether a
child is prepared to disclose information and whether the information disclosed by the child is truthful or deceptive, either by
declaration or omission. However, in a real-life court setting it is inappropriate, and often impossible, to determine if the statements
made were honest or deceitful. In order to study and refine interviewing strategies, legal scholars and researchers have constructed
the broken toy paradigm, which experimentally predetermines whether or not the child experiences a transgression, which is a toy
breaking (Lyon et al., 2014).
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A meta-analysis of studies examining adults’ ability to detect children’s lies found an overall accuracy rate of 54% (Gongola et al.,
2017). When examining adults’ ability to distinguish between true and false non-disclosure of toy breakage in response to recall
questions, Domagalski et al. (2020) found an accuracy rate of 51%. Computational approaches to detect deception in broken toy
interview transcripts have leveraged language models and paralinguistic features using machine learning to gain insights into how
children’s language use differs depending on whether or not they are telling the truth (Yancheva and Rudzicz, 2013; Ardulov et al.,
2020). These studies have focused on static and bag-of-words features in order to represent the child’s and interviewer’s language
use.
The underpinning hypothesis of our study is that the ways in which children adapt their behavior in response to an interviewer’s
is a more informative signal of deception than the behavior itself. In other words, metrics that capture the ways in which children
regulate their behavior in response to an interviewer will be better indicators of deception than previously studied aggregated
session-level representations. Our work builds upon prior results by introducing acoustic features and Granger causality analysis to
capture information about interactions between the child and the interviewer. These Granger causal features capture the relationship
of a child’s responses to an adult’s questions and statements through time. Our results demonstrate that these features are not only
powerful predictors of truthfulness and disclosure but can also characterize how child–interviewer interactions differ when a child
is lying or telling the truth. These results can inform interviewers to create new strategies for adapting their speech and language
to better identify truthful statements or determine if a child is prepared to disclose that a transgression occurred.
2. Background
2.1. Forensic interviews with children
In legal and investigative proceedings involving children, they are often the sole victim or witness to a crime (Lamb et al., 2003;
Radford et al., 2011). The same developmental attributes which make a child vulnerable or complicit to maltreatment and abuse also
make the child’s testimony susceptible to manipulation and dismissal in court (Lyon et al., 2017). To combat this, the CFI protocol
is administered by a trained professional to elicit reliable testimony. These interviews are designed to minimize retraumatization
and maximize information retrieval without the use of coercion or leading questions. Studies have shown that interviewers are able
to obtain reliable information during these interviews (Brown and Lamb, 2015).
The CFI relies on a two phase approach: rapport building and incident recall. During rapport building, the interviewer will ask
about innocuous topics to get the child comfortable narrating and responding to open-ended questions. Once the interviewer feels
that the child is in a state where they are reliably responding, they will begin the recall section of the interview and ask questions
more directly pertinent to the investigation. Since the questions are open-ended, the child is not pressured to disclose specific details,
and thus the testimony can be legally admissible in future proceedings.
Researchers have studied notions of success and verbal productivity in CFI administered in real-life court conditions with both
manually and computationally generated labels (Lamb, 1996; Ahern et al., 2015; Price et al., 2016; Talwar et al., 2018; Ardulov et al.,
2018). However, since these methods are focused on identifying moments of disclosure and quantifying the amount of information
disclosed, they provide an incomplete measure of interview quality. Furthermore, it is often impossible to evaluate the truthfulness of
these statements. To address these issues, the broken toy paradigm was introduced as an experiment designed to see how children
respond to the CFI protocol when asked about minor transgressions (Lyon et al., 2008). Details of the protocol are described in
Section 3.
2.2. Deception detection
When presented with statements made by children during forensic interviews, adults performed just slightly better than random
guessing, yielding an average accuracy of 54% (Gongola et al., 2017). This work further alludes to the fact that relevant professional
backgrounds did not significantly impact the ability of the adult to predict whether a child was telling the truth, and that adults
performed better (59% accurate) when identifying true non-disclosure statements compared to false non-disclosure (49% accurate).
More recent studies examined the effects of specific interview instructions and their impact on adults’ abilities to detect deception
in interviews (Gongola et al., 2018, 2020). These studies showed that adults tend to be biased towards believing that a child’s
statements are truthful (Gongola et al., 2020), and that additional specific interview instructions only slightly improved adult
performance (Gongola et al., 2018).
Automated deception detection in courtroom settings has been largely confined to adult subjects, utilizing multi-modal streams
of features including video, audio, and text (Mihalcea and Strapparava, 2009; Pérez-Rosas et al., 2015; Mathur and Matarić, 2020).
Previous work on automated deception detection in child broken toy experiments used syntactic linguistic features (Yancheva and
Rudzicz, 2013) and bag-of-word representations of vocabulary supplemented with psycholinguistic norms (Ardulov et al., 2020).
In contrast, the work presented here utilizes novel acoustic features and considers the coordination and relative causal
dependencies between child and interviewer turn-level features to better understand the dynamics of child truth-telling within the
interview. Additionally, a new task is introduced which evaluates the rapport-building phase to see if there are causal relationships
that indicate whether or not a child will disclose later during recall, under the assumption that a transgression occurred.
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Fig. 1. An overview of possible interview outcomes depending on transgression (toy-breaking) and disclosure conditions.

Table 1
Number of session transcripts in the
transgression and disclosure condition.

Disclosure
Non-Disclosure

dataset

for

each

Transgression

No transgression

40
109

2
49

3. Data
3.1. Dataset
The data consist of 200 interactions between a child and two adult experimenters: a confederate, and an interviewer. Each session
is associated with a unique child, while the same adults may appear in multiple sessions. Specific demographic information about
each child and experimenter is unknown, however, generally the children included in the study are of elementary school age and
the experimenters are legal and psychology domain experts trained in the CFI protocol.
A session begins with the confederate and the child playing in a room full of toys. The confederate is informed prior to the session
as to whether or not one of the toys is designed to break during play. If a toy breaks, then a transgression has occurred, and the
confederate tells the child that an interviewer will enter the room to ask some questions. The confederate then asks the child to
promise not to tell the interviewer about the toy breaking because they ‘‘could get in trouble’’. The confederate exits the room, and
the interviewer enters.
Blind as to whether or not a transgression occurred, the interviewer follows a modified CFI protocol beginning with the rapport
building phase, adhering to a semi-structured script that does not discuss the toys. After rapport building, the interviewer enters the
recall phase, and asks the child to name each toy and describe what happened with it. The interviewer only asks the child about
each toy exactly once and only repeats if the child indicates that they did not understand. The interaction is then transcribed and
annotated as to whether the child indicated that one of the toys broke, which is referred to as a disclosure. The frequency of each
transgression and disclosure condition in our dataset is shown in Table 1, while Fig. 1 illustrates the different stages of the interview
and all of the possible outcomes.
3.2. Psycholinguistic norms
Psycholinguistic norms are a numerical representation of a word’s general perceived alignment with certain affective and
cognitive measures. Malandrakis et al. (2011) developed EmotiWord, a dictionary that maps words to psyscholinguistic norms
constructed via crowd-sourced perception. Each psycholinguistic norm lies on a bounded and continuous domain of [−1, 1]. For
example, a word’s pleasantness measures its degree of pleasant feelings and ‘‘cookies’’ has a pleasantness of +1, while ‘‘bedbug’’ has
a pleasantness of −1.
3

Computer Speech & Language 71 (2022) 101263

Z. Durante et al.

More specifically, this study uses the psycholinguistic norms of valence, arousal, pleasantness, and age of acquisition, as these
affective and cognitive signals have been shown to be predictive of child deception in Ardulov et al. (2020). Child interviewers
have also demonstrated that children utilize vague language as an attempt to avoid admitting to a transgression (Clemens et al.,
2010; Gongola et al., 2021), so concreteness and imageability, which correspond to a word’s descriptiveness and clarity, are also used
as psycholinguistic indicators of deception.
Psycholinguistic norms for each word spoken by the child and the interviewer (excluding backchannels) are averaged along
each conversational turn. The constructed time-series signal captures an observable representation of how the child responds to the
language of the interviewer. In the event that a turn has no words, such as in cases of non-verbal or exclusively back-channeled
responses, the value is coded as neutral and represented by 0.

3.3. Acoustic features
Annotated time boundaries for the rapport building and recall sections of the interview are used to generate segments to extract
features from the interview audio. Each segment is then processed using an off-the-shelf model1 to align the audio with the text
transcriptions using forced alignment (Moreno et al., 1998), in which each word in the transcript is aligned with a timestamp
irrespective of the confidence of the alignment. Turn-level features for speaking rate and latency are then calculated for both the
child and the interviewer.

4. Methods
4.1. Classification tasks
For each binary classification task described below, a set of models are trained to classify a given interview session. Specifically,
Gaussian Naive Bayes (GNB), Decision Tree (DT), Random Forest (RF), and Linear Support Vector Machine (L-SVM) models are
trained using stratified 5-fold cross-validation (CV). Results and baselines are reported as the average CV F1-score, accuracy (Acc.),
precision (Prec.), and false negative rate (FNR). For the DT and RF models, the splitting criterion was tuned, while for the L-SVM
the penalty parameter and the use of class balanced loss penalties were tested. In our analyses, we report the performance and
associated hyperparameters with the highest average CV F1-score. Model implementations were used from scikit-learn.2

4.1.1. Truth-telling task
The truth-telling task is an evaluation of the interactions that resulted in non-disclosure. A true non-disclosure corresponds to
when the toy did not break and the child did not disclose (𝑛 = 49). In contrast, a false non-disclosure is an instance in which the
toy breaks, but the child does not disclose that the toy broke (𝑛 = 109). Turn-level features from both the rapport building and
free recall sections of the interview are used for the analysis. The truthful (true non-disclosure) and deceptive (false non-disclosure)
interviews are labeled as the positive and negative classes, respectively.
Due to the relatively poor performance of adults on child deception detection, which is only 54% accurate on average (Gongola
et al., 2017), two baselines are constructed using bootstrapping: a simulated human baseline, ℎ2 , and a probabilistic sampling from
the training distribution, 𝜎𝑡 . After 10,000 simulations, the baselines are set at two standard deviations above the mean, corresponding
to the 97.5𝑡ℎ percentile of the 10,000 simulations. See Table 2.

4.1.2. Disclosure task
To discover indicators during rapport building that may signal to an interviewer that the child is ready to disclose, the disclosure
task evaluates the turn-level features extracted from the rapport building phase to predict if a child will disclose during the recall
phase. Here, we only consider the case where a transgression occurred; thus, the two outcomes of interest are a true disclosure
(𝑛 = 40) and a false non-disclosure (𝑛 = 109). Similar to the truth-telling task, the truthful (true-disclosure) and deceptive (false
non-disclosure) interviews are labeled as the positive and negative classes, respectively.
Since no known human baseline exists for this task, we use only the probabilistic sampling baseline, similar to the one described
for the truth-telling task. For the disclosure task, the baseline is denoted as 𝜎𝑑 in Table 2.

1
2

https://github.com/lowerquality/gentle
https://github.com/scikit-learn/scikit-learn
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Table 2
Human and probabilistic sampling baselines for both tasks. F1-score, accuracy, precision, and false negative
rate (FNR) are considered for each baseline. 𝜎𝑡 and 𝜎𝑑 values represent thresholds of significant results for the
truth-telling and disclosure tasks, respectively. ℎ0 , ℎ1 , and ℎ2 represent the 50th, 84th, and 97.5th percentiles of
simulated human performance for the truth-telling task, respectively.
F1

Acc.

Prec.

FNR

𝜎𝑑

0.462

0.653

0.482

0.257

𝜎𝑡
ℎ0
ℎ1
ℎ2

0.475
0.448
0.505
0.561

0.633
0.542
0.591
0.639

0.493
0.388
0.440
0.494

0.277
0.312
0.264
0.217

Fig. 2. The distribution for 𝐹𝐺𝐶𝐴 comparing child imageability in response to adult imageability for the truth-telling task. Kernel density smoothly approximates
the probability density of the two distributions. As shown in Fig. 3, the imageability–imageability 𝐹𝐺𝐶𝐴 is the most predictive causality score for the truth-telling
task.

4.2. Representing interaction dynamics
To capture information surrounding the influence of the interviewer on the child’s behavior, we utilize a measure of dynamic coordination known as Granger causality analysis (GCA). Although GCA was originally developed for econometric forecasting (Granger,
1969), it has been shown to significantly measure coordination and synchrony between interlocutors (Kalimeri et al., 2011, 2012;
Bone et al., 2014). Thus, the strength of temporal causality between the interviewer’s and child’s speech signals can be interpreted
as a measure of coordination between the two interlocutors.
Explicitly, for two given signals 𝑌[0∶𝑇 ] = {𝑦0 , 𝑦1 , … , 𝑦𝑇 } and 𝑋[0∶𝑇 ] = {𝑥0 , 𝑥1 , … , 𝑥𝑇 }, 𝑋 is said to ‘‘Granger cause’’ 𝑌 if the autoregressive error, 𝜖𝛼, 𝑡 , is significantly larger than the error of the influence model, 𝜖𝛽, 𝑡 , according to an F-test. GCA implies that the
inclusion of signal 𝑋 in Eq. (1) with a lag 𝐿 better explains the observation of 𝑌 than the auto-regressive model shown in Eq. (2):
𝑦𝑡 = 𝑎⃗ ⋅ 𝑌[0∶𝑡] + 𝑏⃗ ⋅ 𝑋[0∶𝑡−𝐿] + 𝜖𝛽, 𝑡

(1)

𝑦𝑡 = 𝑎⃗ ⋅ 𝑌[0∶𝑡] + 𝜖𝛼, 𝑡

(2)

The GCA yields an 𝐹 -statistic, 𝐹𝐺𝐶𝐴 , and a corresponding 𝑝 value which can be interpreted as the strength of the influence and a
measure of how likely the relationships is to occur by chance.
Given an interview session, a pair of turn-level child and adult speech signals, (𝑋[0∶𝑇 ] , 𝑌[0∶𝑇 ] ) respectively, are extracted. A
causality score, 𝐹𝐺𝐶𝐴 , is computed for each combination of available speech signals (both acoustic and psycholinguistic) by applying
the GCA with a maximum lag of 5.
To determine which causality scores are most predictive, the 𝐹𝐺𝐶𝐴 distributions are evaluated using a one-way analysis of
variance (ANOVA). An example for how the distribution of causality scores varies based on the underlying transgression and
disclosure conditions can be seen in Fig. 2, which demonstrates the distribution of the child–adult imageability–imageability 𝐹𝐺𝐶𝐴
for the truth-telling task.
These ANOVA results were used for feature selection by constructing 10 feature sets per task, consisting of the causality scores
for which the ANOVA significance yielded 𝑝 < 𝑃𝑚𝑎𝑥 , where 𝑃𝑚𝑎𝑥 ∈ [0.05, 0.10, 0.15, … , 0.50]. A set of models were trained on each
feature set, and the feature sets using ANOVA significance thresholds of 𝑝 < 0.15 and 𝑝 < 0.2 yielded the models with the highest
cross-validation F1 score for the truth-telling and disclosure tasks, respectively. These feature sets are visualized in Figs. 3 and 4.
For certain ANOVA thresholds and speech signal combinations, GCA yields multiple lag values that meet the inclusion criteria.
Thus, our study also compared using only the lag with smallest 𝑝-value (single-lag ) with the inclusion of all lags that meet the
5

Computer Speech & Language 71 (2022) 101263

Z. Durante et al.

Fig. 3. A visualization of the feature set that obtained the model with the highest F1 score for the truth-telling task. The 𝐹 -statistic measures which combinations
of signals are most differentiating for the truth-telling task according to a one-way ANOVA. The annotation indicates which lag had the strongest measured
causal effect. All 𝐹 -statistics reported with a 𝑝 < 0.15. The distribution of the strongest predictor, imageability–imageability, can be seen in Fig. 2.

Fig. 4. A visualization of the feature set that obtained the model with the highest F1 score for the disclosure task. The 𝐹 -statistic measures which combinations
of signals are most differentiating for the disclosure task according to a one-way ANOVA. The annotation indicates which lag had the strongest measured causal
effect. All 𝐹 -statistics reported with a 𝑝 < 0.20.

6
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Table 3
Truth-telling task performance using session-level aggregated features and a feature significance threshold of
𝑝 < 0.30. Bold values indicate the best performance in their respective columns. Pos. Acc. and Neg. Acc. indicate
the accuracy for the positive and negative classes, respectively. The best performing L-SVM hyperparameters,
shown in the table above, are 𝐶 = 1 along with balanced class weights. The decision tree classifier used entropy
as the splitting criteria, while the random forest classifier used Gini impurity.

a

Model

F1

Acc.

Prec.

FNR

Pos. Acc.

Neg. Acc.

DT
RF
GNB
L-SVM

0.540a
0.324
0.378
0.640b

0.662b
0.633
0.536
0.719b

0.587b
0.517b
0.370
0.584b

0.268a
0.328
0.354
0.165b

0.525
0.250
0.393
0.725

0.737
0.840
0.613
0.718

Indicates performance better than randomized bootstrap 𝜎𝑡 .
performance better than human simulation ℎ2 .

b Indicates

Table 4
Disclosure task performance using session-level aggregated features. Using feature significance of 𝑝 < 0.20. Bold
values indicate the best performance in their respective columns. Pos. Acc. and Neg. Acc. indicate the accuracy
for the positive and negative classes, respectively. The best performing L-SVM hyperparameters, shown in the
table above, are 𝐶 = 0.1 along with balanced class weights. The decision tree classifier used entropy as the
splitting criteria, while the random forest classifier used Gini impurity.

a

Model

F1

Acc.

Prec.

FNR

Pos. Acc.

Neg. Acc.

DT
RF
GNB
L-SVM

0.452
0.229
0.480a
0.609a

0.641
0.633
0.603
0.703a

0.451
0.327
0.434
0.531a

0.259
0.316
0.256
0.161a

0.471
0.186
0.557
0.719

0.725
0.849
0.622
0.697

Indicates performance better than randomized bootstrap 𝜎𝑑 .

Table 5
Truth-telling task performance using Granger causal features and a feature significance threshold of 𝑝 < 0.15.
* indicates performance better than randomized bootstrap 𝜎𝑡 . ** indicates performance better than human
simulation ℎ2 . Bold values indicate the best performance in their respective columns. Pos. Acc. and Neg.
Acc. indicate the accuracy for the positive and negative classes, respectively. The best performing L-SVM
hyperparameters, shown in the table above, are 𝐶 = 0.01 along with balanced class weights. The decision tree
classifier used entropy as the splitting criteria, while the random forest classifier used Gini impurity.
Model

F1

Acc.

Prec.

FNR

Pos. Acc.

Neg. Acc.

DT
RF
GNB
L-SVM

0.408
0.391
0.749**
0.713**

0.582
0.670**
0.797**
0.767**

0.387
0.521**
0.684**
0.614**

0.306
0.294
0.107**
0.084**

0.439
0.329
0.836
0.857

0.657
0.851
0.775
0.716

𝑝 < 𝑃𝑚𝑎𝑥 criteria (multi-lag ). This comparison can be seen in Appendix A, but generally, models trained on the single-lag feature sets
outperformed models trained on the multi-lag feature sets. This is likely due to the substantial overlap between 𝐹𝐺𝐶𝐴 features that
are created from the same speech signals and only differ by lag value.
4.3. Static baseline models
In order to determine the effectiveness of using Granger causality to model the child interview, we train and evaluate a set
of baseline models (GNB, DT, RF, L-SVM) on the same interview cross-validation set using session level averages of the child and
adult acoustic and psycholinguistic features, similar to the approach in Ardulov et al. (2020). A one-way ANOVA is also used for
feature selection, where 10 feature sets are created per task, consisting of the session-level features that yielded 𝑝 < 𝑃𝑚𝑎𝑥 , where
𝑃𝑚𝑎𝑥 ∈ [0.05, 0.10, 0.15, … , .50]. Tables 3 and 4 show the cross-validation performance of models trained on the session-level feature
sets that produced the highest F1 cross-validation scores for the truth-telling and disclosure tasks, respectively.
5. Results
5.1. Truth-telling task results
Previous work used psycholinguistic norms and static bag-of-words approaches to achieve a maximum F1 score of 0.556 on the
truth-telling task (Ardulov et al., 2020). However, the GNB model using a feature significance threshold of 𝑝 < 0.15 outperforms all
baselines and achieved an F1 score of 0.749 for the truth-telling task as seen in Table 5. The high positive class accuracy (0.836) of
the GNB model is particularly remarkable, considering the truthful class is only 31% of the data in the truth-telling task. Both the
GNB and L-SVM models outperformed all probabilistic, static, and simulated human baselines.
7
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Table 6
Disclosure task performance using Granger causal features and a feature significance of 𝑝 < 0.10. Bold values
indicate the best performance in their respective columns. Pos. Acc. and Neg. Acc. indicate the accuracy for
the positive and negative classes, respectively. The best performing L-SVM hyperparameters, shown in the table
above, are 𝐶 = 0.001 along with balanced class weights. The decision tree classifier used Gini impurity as the
splitting criteria, while the random forest classifier used entropy.

a

Model

F1

Acc.

Prec.

FNR

Pos. Acc.

Neg. Acc.

DT
RF
GNB
L-SVM

0.400
0.395
0.614a
0.648*

0.580
0.725a
0.725a
0.736a

0.396
0.733a
0.559a
0.585a

0.288
0.269
0.164a
0.129a

0.443
0.286
0.686
0.757

0.651
0.938
0.743
0.729

Indicates performance better than randomized bootstrap 𝜎𝑑 .

5.2. Disclosure task results
Similar to the truth-telling task, the GNB and L-SVM models outperformed both the probabilistic and static baselines when using
a feature significance threshold of 𝑝 < 0.10. Results for each classifier can be seen in Table 6.
5.3. Discussion
As seen in Fig. 3, the best single predictor for whether a child is telling the truth is the imageability–imageability 𝐹𝐺𝐶𝐴 . Notably,
every combination of concreteness and imageability is shown to be a significant predictor. This indicates that there exists an
important relationship between children’s and interviewers’ use of explicit, vivid language that evokes a clear mental image. Fig. 2
explores this relationship, and shows the distribution of the imageability–imageability 𝐹𝐺𝐶𝐴 feature between truthful and deceptive
children. The imageability of deceptive children’s language is more dependent on the imageability of the interviewer’s language
than truthful children’s.
One interpretation of this result is that children who are planning on omitting that a transgression occurred more carefully
choose their language based on the interviewer’s. Thus, the child becomes more or less vague in their descriptions based on what
level of specificity the interviewer is using. In contrast, a child that gives an honest non-disclosure will not modify their concreteness
or imageability depending on the speech of the interviewer. This relationship suggests that novel interview protocols that require
interviewers to modulate the levels of imageability in their language may more reliably track and differentiate between truthful and
deceptive speech patterns.
Referencing Fig. 4, it is seen that in the disclosure task there is no relationship as strong as the ones observed for imageability and
concreteness for predicting truthfulness. This observation speaks to the challenge presented to an interviewer in determining whether
or not rapport has been effectively established allowing the child to feel comfortable disclosing a transgression. The results in Table 6
show that there is valuable and detectable information in the coordination of these signals. By examining the average cross-fold
coefficients learned by the LSVM mode in Table 7, we identify that high coordination between a child’s language complexity (age
of acquisition) and the adult’s arousal indicates strongly that a child is prepared to disclose. In contrast, if a child is adjusting their
latency with the speaking rate of the adult, it suggests that the child is less likely to disclose. By creating methods to test a child’s
coordination across these behavioral signals and informing interviewers into these relationships, it may be easier to determine when
an interviewer should transition to the recall phase to attempt to elicit a disclosure.
6. Conclusion
Our work improves upon previous approaches in automated child deception detection by introducing Granger causal features to
capture child–adult interaction dynamics, and we show that these features are significantly better indicators than static aggregation
methods. This suggests that a child’s response to interviewers is more informative than the specific language they use throughout the
interview. Additionally, we demonstrate the effectiveness of dynamic cross-modal modeling and introduce audio features for the first
joint computational speech and language analysis of child deception. Furthermore, significant performance in both the truth-telling
and disclosure tasks suggests the existence of speech cues that can be used to inform interviewers of whether a child is prepared
to disclose and whether their statements during disclosure are truthful. These insights can be used to evaluate CFI strategies and
inform improvements to existing protocols.
In the future, dynamical system models that incorporate interlocutor interaction and auto-regressive behavior may provide
further insights and improved classification accuracy. Building such models would also allow for the simulation of interviews and
the optimization of interview strategies within a computational framework.
Declaration of competing interest
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Table 7
Average cross-fold feature importances assigned by the L-SVM models for
disclosure.
Adult feature

Child feature

Feature weight

Arousal
Speaking Rate
Latency
Imagability
Concreteness
Latency
Valence
Latency
Concreteness
Age Of Acquisition
Imagability
Valence
Pleasantness
Latency
Pleasantness
Age Of Acquisition
Valence
Arousal
Speaking Rate

Age Of Acquisition
Arousal
Speaking Rate
Arousal
Imagability
Age Of Acquisition
Arousal
Latency
Arousal
Latency
Imagability
Valence
Valence
Valence
Pleasantness
Pleasantness
Age Of Acquisition
Pleasantness
Latency

0.0426
0.0238
0.0229
0.0220
0.0209
0.0204
0.0181
0.0155
0.0119
0.0116
0.0100
−0.0231
−0.0248
−0.0262
−0.0267
−0.0277
−0.0335
−0.0351
−0.0369

Table A.8
Truth-telling task performance using Granger causal features from the multi-lag feature set and a feature
significance threshold of 𝑝 < 0.30. * indicates performance better than randomized bootstrap 𝜎𝑡 . ** indicates
performance better than human simulation ℎ2 . Bold values indicate the best performance in their respective
columns. Pos. Acc. and Neg. Acc. indicate the accuracy for the positive and negative classes, respectively.
Model

F1

Acc.

Prec.

FNR

Pos. Acc.

Neg. Acc.

DT
RF
GNB
L-SVM

0.433
0.332
0.657*
0.627*

0.546
0.659*
0.729*
0.719*

0.421
0.430
0.599*
0.564*

0.345
0.307
0.153*
0.129*

0.471
0.271
0.746
0.743

0.589
0.865
0.716
0.701

Table A.9
Disclosure task performance using Granger causal features from the multi-lag feature set and a feature significance
threshold of 𝑝 < 0.10. Bold values indicate the best performance in their respective columns. Pos. Acc. and Neg.
Acc. indicate the accuracy for the positive and negative classes, respectively.
Model

F1

Acc.

Prec.

FNR

Pos. Acc.

Neg. Acc.

DT
RF
GNB
L-SVM

0.458
0.150
0.579a
0.624a

0.654a
0.683a
0.663a
0.737a

0.452
0.500a
0.494a
0.600a

0.247a
0.312
0.170a
0.154a

0.481
0.090
0.719
0.695

0.743
0.969
0.637
0.759

a Indicates

performance better than randomized bootstrap 𝜎𝑑 .
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Appendix A. Single-lag and multi-lag GCA features
During GCA analysis, for a given speech signal pair, multiple lag values may sufficiently separate the positive and negative
classes such that 𝑝 < 𝑃𝑚𝑎𝑥 . However, using multiple significant lag values resulted in reduced model performance compared to only
using the feature that has the lowest 𝑝-value. Models trained on the multi-lag feature sets obtained the highest F1 score when using
ANOVA significance thresholds of 𝑝 < 0.30 and 𝑝 < 0.20 for the truth-telling and disclosure tasks, respectively. Tables A.8 and A.9
show the performance of models using these feature sets.
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