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Abstract—Speech carries rich information not only about an
individual’s intent but about demographic traits, physical and
psychological state among other things. Notably, continuously
worn wearable sensors enable researchers to collect egocentric
speech data to study and assess real-life expressed emotions,
offering unprecedented opportunities for applications in the field
of assistive agents, medical diagnoses, and personalized education. Many existing systems collect and transmit these speech
data, either processed or unprocessed, from users’ devices to a
central server for post analysis. However, egocentric audio sensing
for speech emotion recognition has created concerns and risks
to privacy, where unintended/improper inferences of sensitive
information and demographic information may occur without
user consent. Toward addressing these concerns, in this work,
we propose a privacy-preserving data transformation technique
to mitigate potential threats associated with sensitive information
and demographic inferences. The proposed mechanism combines
an autoencoder architecture, called replacement autoencoder,
with gradient reversal layer to remove sensitive information
inside the data, such as sensitive labels and demographics. We
empirically validate our approach for predicting emotions using
three commonly used datasets for speech emotion recognition.
We show that our method can effectively prevent inferences
of sensitive emotions and demographic information. We further
show that the improved privacy comes at a cost of a minor utility
loss for the target application.
Index Terms—Speech emotion recognition, privacy, autoencoder, DNN, machine learning, trust

I. I NTRODUCTION
Speech is a natural way for humans to express themselves.
In particular, it contains a set of objectively measurable
parameters that are indicative of the emotional state a person
is experiencing [20], [21]. Speech emotion recognition (SER)
is the task that processes and classifies speech signals to detect
(often, the perceived) expressed emotions [12], [13]. SER techniques have gained considerable interest in many fields such
as in smart virtual assistants [13], medical diagnoses [1], [23],
and education [14] over the last two decades. To accurately
recognize emotions from speech signals, researchers have
proposed many classification systems. Many of these systems
use statistics of frame-based low-level descriptors (LLDs) to
model expressed emotion [6]. These statistical features are
typically estimated over the whole utterance. Machine learning
models such as deep neural models have been widely adopted
to map these features to various emotion constructs [5].

With the recent advances in mobile technology and wearable
sensors, egocentric (centered around a certain person) audio
recordings have become popular in the field of SER [10].
The egocentric audio signal has rich sources of the emotional
state as the signal captures the context information from the
user’s perspective. One notable solution for sensing egocentric
audio is called EAR [19]. This application can record small
fractions of audio from an egocentric perspective at regular
intervals. The collected audio data are predictive of emotions.
Some recent egocentric audio sensing mobile platforms, like
EmotionSense [22], are capable of recognizing emotions on
resource-limited mobile devices.
However, despite its increased accessibility, egocentric audio sensing for SER has also created many concerns and risks,
such as recording data from a sensitive environment (such
as through smart devices set in private residences, hospital
environments, and workplaces). These data recordings often
contain sensitive information about an individual, such as
name, address, medical records. To encounter these issues in
egocentric audio sensing systems, researchers have previously
proposed an egocentric audio recording solution, called TILES
Audio Recorder (TAR) [7], to extract statistical features over
frame-based LLDs. This setup can safeguard user privacy by
obfuscating the actual content of the conversation.
However, these processed audio data collected “in the
wild” may still possess some sensitive information that people
might want to keep private and unrevealed, such as sensitive
emotions that people do not wish to disclose. For example,
people might wish the recorded audio data to not provide any
information related to angry emotion when the SER application is to track sad emotion; or reveal only information related
to emotion not reveal the location where it was expressed.
Other information that a user might desire to keep private
relates to demographics, such as age and gender [9]. One
way to address this issue is through data perturbation [15], a
technique that introduces noise without significantly changing
the distribution of the original data.
To limit the amount of information that the data holder
or the third party (with data access) can discover from the
sensor data while preserving utility, researchers have explored
techniques to transform the data using unsupervised deep
neural networks, like autoencoder. A recent work has pro-
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posed a Replacement AutoEncoder (RAE) technique that can
effectively hide the sensitive attributes (e.g., drinking activity)
found in raw accelerometer data [17]. This work first classifies
the data into three categories: sensitive; required; and neutral.
The authors then trained an autoencoder that transforms the
sensitive data into neutral data without compromising the
utility of the target application. Other related works have proposed privacy-preserving network architecture incorporating
the gradient reversal layer (GRL) [8] to protect demographic
information such as gender [9]. We build on both these works.
In this paper, we design a privacy-preserving data transformation mechanism for egocentric audio sensing applications,
notably speech emotion recognition. We propose to combine
the RAE and GRL to preserve privacy and utility. We introduce
RAE to protect sensitive emotion labels and the GRL to
prevent inferences of demographic information. We show that
the proposed combination can effectively decrease the ability
for identifying sensitive emotion labels and demographic information while limiting the utility loss when predicting target
(or neutral) emotions. The main contributions of this work are
as follows:
1. Integrating replacement autoencoder and gradient reversal
layer to safeguard sensitive emotion labels and demographic
information.
2. Using multiple emotion recognition data sets, demonstrating that our methods can effectively prevent inference of
sensitive emotions while preserving data utility.
II. DATA S ET
In this study, we employ three widely used data sets for
developing emotion recognition models. These data sets are
Interactive Emotional Dyadic MOtion Capture (IEMOCAP)
data set [2], Ryerson Audio-Visual Database of Emotional
Speech and Song (RAVDESS) data set [16], and Crowdsourced Emotional Multimodal Actors Dataset (CREMA-D)
data set [3].
A. IEMOCAP
The IEMOCAP database [2] was collected using multimodal sensor systems that capture motion, audio, and video
over five dyadic sessions. Each session includes data recordings from one female and one male. The corpus contains a
total of 10,039 utterances that are simulated by ten subjects
targeting categorical emotion labels chosen from the set: angry, disgusting, excited, fearful, frustrate, happy, neutral, sad,
surprise, and others. In this data set, at least three annotators
rated each utterance with the categorical emotion labels.
B. RAVDESS
RAVDESS [16] is a multi-modal database of emotional
speech and song collected from 24 actors (12 female, 12
male). The set contains 1440 speech recordings that simulate
emotional expressions including calm, happy, sad, angry, fear,
surprise, and disgust. Each set of speech recordings were rated
10 times. We only use the speech utterances in this work.

TABLE I
S TATISTICS OF EMOTION LABELS IN THE IEMOCAP DATA SET, THE
C REMA -D DATA SET, AND THE RAVDESS DATA SET.
Neutral

Happy

Sad

Angry

All

1708
1087
96

1103
1271
192

1084
1271
192

595
1271
192

4490
4900
672

IEMOCAP
CREAM-D
RAVDESS

C. CREMA-D
CREMA-D [3] was created to study multi-modal emotion
expression and perception. The data set includes audio and
visual information of utterances spoken in a range of basic
emotional states (happy, sad, anger, fear, disgust, and neutral).
2,443 annotators, in crowd-sourced set up, rated categorical
emotion labels of each utterance for the perceived emotion.
There are a total of 7,442 utterances collected from 91 actors,
48 of whom are male and 43 are female.
III. L ABELS AND F EATURES
A. Emotion Labels
Similar to many SER experiments conducted in the past
[18], we include four emotion classes in this experiment:
anger, happiness, neutral, and sadness. One other reason to
select these four emotion classes is that all three corpora
contain these labels. Finally, we have a total of 4,490 utterances from the IEMOCAP corpus, 672 utterances from the
RAVDESS corpus, and 4,900 utterances from the CREMA-D
corpus. Table I shows the label distribution in these corpora.
B. Features
In this work, we extract audio features based on the Interspeech 2013 ComParE Computational Paralinguistics Challenge feature set. We apply the OpenSMILE toolkit to extract
acoustic LLDs. The LLDs include energy, spectral, cepstral
(MFCC), logarithmic harmonic-to-noise ratio (HNR), spectral
harmonicity, and psychoacoustic spectral sharpness and voicing related LLDs. Statistical functionals are then applied for
every LLD per utterance. Altogether, the feature set contains
6373 features. We select this feature set, because prior work
has successfully applied this configuration in an egocentric
wearable audio recorder [7].
IV. M ETHOD
In this section, we describe RAE and GRL to protect sensitive information (sensitive emotion classes and demographics)
from the speech feature data. The notations we use in this
paper are summarized in Table II.
A. Risk Model
For comparing the efficacy of the privacy-preserving data
transformation, we first build the risk model. The risk model
is used for predicting emotion classes and gender. Here, we
assume that everyone has open access to the data for training
the risk model. We select the multi-task DNN model as the risk
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TABLE II
N OTATION USED IN THIS PAPER .
χI ∈ RM ×W
χO ∈ RM ×W
X ∈ χI
X0 ∈ χO
X ∈ χr

Input dataset with M data samples of feature size W
Transformed dataset with M data samples of size W
The input data to transform autoencoder
The output of transform autoencoder
Privacy preserving transformation for sensitive data

y ∈ {0, 1}3
b ∈ {0, 1}2
y ∈ RM ×3
b ∈ RM ×2

Emotion vector label: neutral, required and sensitive
Gender vector label: male and female
Emotion labels of M samples
Gender labels of M samples

Me (θe )
Mg (θg )
R

Emotion sub-model in risk model with parameters θg
Gender sub-model in risk model with parameters θg
Transform autoencoder model

Fig. 1. Architecture of the risk model in predicting (perceived) emotion and
gender.

model, because multi-task model shows better performance in
predicting emotions and gender comparing than single-task
model [11]. The risk model outputs predictions of emotion
labels and gender class. Specifically, we define three sets of
emotion classes: neutral class; required class; and sensitive
class. For example, in the application to track the frequency
of sad emotion on a daily basis, we define neutral emotion
as the neutral class, sad emotion as the required class, and
happy emotion and angry emotion as the sensitive class. We
apply three dense layers in the risk model. The architecture
of the perceived emotion and gender prediction model M is
described in Fig. 1. We name the sub-model to predict emotion
and gender as Me and Mg , respectively.
B. Replacement AutoEncoder
In this subsection, we briefly introduce the RAE approach
adopted in this work. For detailed information, we refer
interested readers to [17]. The key model used in this approach
is the autoencoder. This type of deep neural model learns an
efficient data embedding for reconstructing the original data.
The autoencoder model is typically trained by minimizing the
differences between the input data and reconstructed data.
Given the input data set χI , the autoencoder is trained to
transform χI to output data set χO , where the mean squared
error between χI and χO is minimized. To prevent sensitive
inferences, RAE transforms data to remove the possibility to
infer sensitive labels from it. In other words, we define Xr as

Fig. 2. Architecture of the privacy preserving Replacement AutoEncoder
(RAE) with and without GRL.

a privacy-preserving transformation of sensitive data X ∈ χI ,
and the RAE transforms the data as follows:
(
Xr , if X reveals sensitive label
X = RAE(X) =
(1)
X, otherwise,
0

To train the RAE, we replace data samples of sensitive
emotions with the neutral class data on the reconstruction
output as the privacy-preserving transformation Xr . For example, in the application to track sad emotion, we replace
the reconstruction output for sensitive emotion (e.g., happy
and angry) with random samples of neutral emotion. The
architecture of transform autoencoder is shown in Fig. 2
Consequently, the reconstruction output contains data samples only with neutral emotion and required emotion (sad emotion in this case). Let R(X; θ) be the replacement autoencoder
with parameter set θ ∈ Θ and lmse (−, −) is the autoencoder’s
loss function (based on mean square error), so the optimal
parameter for the replacement autoencoder is computed as:
θ∗ = arg min lmse (R(χI ; θ), χO )

(2)

θ∈Θ

C. Gradient Reversal Layer
Recent research shows that Gradient Reversal Layer (GRL)
[9] can be used to unlearn sensitive labels from the data,
such as gender. GRLs are a multi-task approach to train
networks such that they are invariant to specific properties. The
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GRL is an identity function in the forward process. During
backpropagation, GRL multiplies gradients by −λ. In our
privacy-preserving model, we place the gender classifier after
the embedding layer, and we decide to place the GRL function
between the embedding layer and the gender classifier. Our
goal is to minimize the reconstruction error while unlearning
the gender information. The architecture of the replacement
autoencoder model with gradient reversal layer is shown in
the Fig. 2. We define the gender model here as D(χI ; θd )),
gender labels as b and the weight of gender prediction loss
as α, and the final loss function for the system is:

corpus. Similarly, about 75% of these data are used for
training, and the rest are for validation. We refer to this
data as χR
3) The test data consists of utterances, not in the above two
training sets, and we note this data as χI .
Finally, we create 5 different sets of data described above,
with no overlap of the test data between each data set. We
perform the same training process and testing procedure on
each data set to obtain the average prediction results.
C. Evaluation Metrics

∗

I

O

θ = arg min[arg max(1 − α)lmse (R(χ ; θ), χ )+
θ∈Θ

θ d ∈Θ

(3)
αλlce (D(χI ; θd ), b)]

V. E XPERIMENT SETUP
In this section, we describe our experiment setup including
data preprocessing, data setup, and evaluation metrics.
A. Data Preprocessing
We generate the Interspeech 2013 ComParE Challenge
features using the OpenSMILE toolkit for each recording. We
then normalize the feature set using min-max normalization.
We performed principal component analysis (PCA) to reduce
the feature dimension from 6373 to 256 on training dataset,
and apply the trained PCA model on rest of the data. We
describe the definition of training dataset later in the data
setup sub-section. The preprocessed features are the final set
for training and testing.
B. Data Setup
We separate the data used to train the risk model and
the data transformation model. As previously mentioned, we
assume that data collectors or authorized third parties can
access the data for training the risk model but not to the data
for training the data transform model. Therefore, the training
process of the data transformation model is hidden. However,
we note that protecting data for training the transformation
model is not in the scope of this work. Similarly, the data
transformation model contains zero knowledge of the risk
model which allows us to test the generalizability of the data
transformation. Consequently, we define 3 sets of data for: 1.
training the risk model in predicting emotion and gender; 2.
training the privacy-preserving data transform model; and 3.
testing:
1) The training data of the risk model (M) contains the
two sessions of the IEMOCAP data set, utterances from
40% of actors in the RAVDESS data set, and utterances
from 40% of actors in the CREMA-D data set. About
75% of these data are for training and the rest 25% are
for validation. We name this data as χRisk .
2) The training data of the transform model (R) have
utterances from two sessions in the IEMOCAP corpus,
utterances from 40% of actors in the RAVDESS corpus,
and utterances from 40% of actors in the CREMA-D

Emotion Prediction We use the F1 score to evaluate predictions in risk models. To evaluate the privacy-preserving
replacement autoencoder, we transform the test data set χI
using the replacement autoencoder R trained from χR . Then
we input the transformed data into risk models for predicting
emotion classes. Data is transformed using the replacement
autoencoder with and without GRL.
We check the utility of the transformed data by measuring
the F1 score in predicting neutral emotion, required emotion,
and sensitive emotion. Additionally, we calculate the utility
of the transformed data from the number of unchanged true
positive predictions by using original features. For example,
given original data set χI , transformed data set χO , and
neutral emotion y, we can quantify the ratio of unchanged
true-positive neutral emotion predictions as:
PM
U=

i=0

I[Me (χO )i == y] × I[Me (χI )i == y]
PM
I
i=0 I[Me (χ )i == y]

(4)

We wish to highlight that higher the F1 scores and U
values are, the less the utility loss from using the replacement
autoencoder. However, we desire that these two metrics to be
lower when predicting samples with sensitive emotion labels.
Gender Prediction We adopt demographic leakage and demographic privacy metric described in [9] to evaluate gender
predictions. The demographic leakage L is defined as the
accuracy of the trained model in predicting gender on original
data. Similar to [9], we define the demographic privacy metric
as the inability to classify demographic information. Given a
gender prediction model Mg , transformed data χO and gender
labels b, we define the gender privacy metric P as:
P = 1 − U AR(Mg (χO ), b)

(5)

VI. R ESULTS
In this section, we present results in predicting emotion
classes and gender using the original features and the transformed features.
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TABLE III
AVERAGE PREDICTION RESULTS OF EMOTIONS ACROSS 5 CREATED DATA SET. N IS THE NEUTRAL CLASS , R IS THE REQUIRED CLASS , AND S IS THE
SENSITIVE CLASS .
X

X0 (without GRL)

X0 (with GRL)

Model #

Set of Inference

F1

F1

U

F1

U

1

N = {neutral}
R = {happy}
S = {sad, angry}

55.8%
44.7%
69.5%

47.7%
41.9%
12.8%

89.0%
60.9%
8.8%

47.0%
39.3%
10.3%

89.0%
56.7%
6.7%

2

N = {neutral}
R = {sad}
S = {happy, angry}

56.0%
64.8%
78.5%

43.0%
61.0%
3.6%

81.0%
82.3%
1.8%

41.2%
58.4%
2.2%

75.3%
84.2%
1.2%

3

N = {neutral}
R = {angry}
S = {sad, happy}

52.0%
69.5%
66.3%

50.0%
66.7%
22.9%

83.9%
82.9%
19.2%

49.7%
66.6%
16.9%

83.8%
81.1%
13.1%

A. Risk model
First, we show average prediction results of risk models
using the original test feature set χI in each of the five created
data set. To train the risk model, we choose ReLU as the
activation function and the dropout rate as 0.5. We use the
following hyper-parameter to tune the size of the dense layer:
{256, 128}. Three emotion recognition models are trained for
the different target emotion classes, and the required emotion
class for model 1 is happy, for model 2 is sad, and for model 3
is angry. We name the neutral emotion class as N , the required
emotion class as R, and the sensitive emotion class as S .
The results of risk models in predicting emotion classes are
shown in Table III (column X). From the table, we can find
that risk models yield moderate F1 scores in predicting sad
emotion (64.8%) and angry emotion (69.5%) as the required
emotion class. Additionally, risk models can predict sensitive
emotion classes with a reasonable F1 score in all scenarios.
However, the risk model output poor F1 scores (44.7%) in
predicting happy emotion as the required emotion class. This
result is consistent with previous works in predicting happy
emotion [4], [11].
The prediction results for gender information are shown
in Table IV. We can observe that utility models can predict
gender with an accuracy score ranging from 69.4% to 70.0%.
Therefore, there is a good chance for gender information
leakage. Similarly, the gender privacy metric P is between
29.6%-30.5%, which indicates a moderate chance to recover
information about gender. The gender privacy metric value
in our work is consistent with the P value presented in [9].
These prediction results indicate that the risk model can create
concerns in predicting sensitive emotion labels or gender
information.
B. Replacement Autoencoder
In this experiment, we choose SeLU as the activation
function for training replacement autoencoder. We use the
following hyper-parameters to tune the embedding layer size:
16, 32. We use a to represent the embedding size. Then, we
set the size of the first and the second encoding layer as 8a

TABLE IV
AVERAGE PREDICTION RESULTS OF GENDER . L IS THE GENDER LEAKAGE
AND P IS THE GENDER PRIVACY METRIC .
X0 (without GRL)

X

X0 (with GRL)

Model #

L

P

L

P

L

P

1
2
3

70.0%
69.7%
69.4%

29.6%
30.0%
30.5%

58.1%
56.0%
57.5%

41.8%
43.4%
42.1%

56.2%
55.9%
56.5%

43.8%
44.0%
43.4%

and 2a, respectively. We transform the test data using the
trained replacement autoencoder. We use the transformed data
to predict emotions and gender using the risk models above.
The results in Table III (column X0 , without GRL) show
that F1 scores of sensitive emotion prediction are reduced in
all risk models. Similarly, the utility scores U of sensitive
emotions are all below 20%. This result indicates that the
transformed data can effectively decrease the inference of
sensitive emotions. On the other hand, we can observe that
there is about a 10% decrease in F1 scores of neutral emotion,
while the utility scores U are all above 80%. This result
suggests that the decreased F1 scores of neutral emotion might
be related to the risk models in predicting sensitive emotions to
neural emotion. Also, we notice that F1 scores of sad emotion
prediction decreased by 3.8% and F1 scores of angry emotion
increase by 2.8%. This behavior shows that we can still use the
transformed data to predict sad and angry emotion. However,
we find a significant decrease in F1 score and Utility score U
of happy emotion as the required class.
Furthermore, the gender predictions in Table IV (column
X0 , without GRL) indicate that the transformed data tend to
decrease the gender leakage L and increase gender privacy
metric P . We observe that the gender leakage L decreases
below 60% while the privacy metric P increases above 40%
in all risk models. This result implies that the transformed data
also reduce the information for discovering gender.

Authorized licensed use limited to: University of Southern California. Downloaded on November 20,2021 at 23:27:38 UTC from IEEE Xplore. Restrictions apply.

C. Replacement Autoencoder with GRL
In this experiment, we keep the same hyperparameters for
tuning the encoder and the decoder layers. We set λ as 0.5
as suggested by [9] in GRL. The results in [9] point out the
gender privacy metric P decreases when λ increases from 0.5
to 1. This behavior can be related to the overfitting of data
stated in [24]. Since our primary goal is to keep the utility
of transformed data in predicting the required emotion class,
we decide to set the weight α of gender prediction loss to 0.1
and the weight of reconstruction error as 0.9. The testing is
the same as the replacement autoencoder without GRL.
The emotion predictions in Table III (column X0 , with GRL)
show an increase in F1 score and utility score U in predicting
sad emotion as the required class comparing with transforming
data without adding GRL. Additionally, we find F1 score and
utility score U decrease slightly (2.6%) when predicting sad
emotion as the required class by adding GRL in the replacement autoencoder. On the other hand, we find that transformed
data with or without GRL generate similar prediction results
for the neutral emotion and sensitive emotion. These results
show no significant differences in predicting emotions between
the replacement autoencoder implemented with and without
GRL.
Lastly, we can observe a decreased gender leakage L and
increased gender privacy metric P by transforming data using
the replacement autoencoder with GRL. From the results
shown in Table IV (column X0 , with GRL), we can find
gender leakage values decrease below 57.0% while the privacy
metrics increase above 43% by transforming data using the
combination of replacement autoencoder and GRL. These results suggest that adding GRL in the replacement autoencoder
can reduce the information from the transformed data for
discovering gender while keeping the utility to predict required
emotion classes.
VII. D ISCUSSION AND C ONCLUSION
In this work, we propose a combination of replacement
autoencoder and gradient reversal layer for privacy-preserving
data transformation. The information we aim to protect in this
work are: 1. demographic information; 2. potential sensitive
emotion labels in different SER applications. Firstly, results
in Table III demonstrate foremost that using original audio
features in the application of SER can create privacy concerns
if users wish certain sensitive emotions or certain demographic
information to be not discovered by the data collector or a third
party with data access. In our predictions using the original
data, we can find that machine learning models can predict
different pre-defined sensitive emotions with average F1 scores
all above 67.0%. Additionally, the machine learning models
can be trained to predict gender information with an average
accuracy all above 69%. We want to highlight that it is of high
probability nowadays that people can create such a risk model
combining different public datasets to predict similar sensitive
information inside the data.
After we transform the test data using the replacement
autoencoder (without GRL), F1 scores of sensitive emotion

X

X0 (without GRL)

X0 (with GRL)

Fig. 3. Confusion matrix of emotion predictions for one created data set.

fall under 25%. We also observe a slight decrease in the F1
score of required emotion and a relatively larger decrease in
the F1 score of neutral emotion. We believe the reason for this
behavior is because the replacement autoencoder is trained to
transform data of sensitive labels to data of neutral emotion.
Consequently, the decrease of the F1 score in predicting
neutral information can be related to predicting transformed
data of sensitive emotion as neutral information. We can also
find that the utility score of neutral emotion is all above 80%,
indicating that transforming data of neutral emotion using
replacement autoencoder keeps most information related to
neutral emotion unchanged. To further validate this point,
we plot the confusion matrix for one of the created data
set in Fig. 3. Column X represents the prediction results
using original test data χI , and column X 0 (without GRL)
shows the prediction results using data χO transformed using
replacement autoencoder without GRL. Column X 0 (with
GRL) exhibits predictions using data χO transformed using
replacement autoencoder with GRL.
Furthermore, we can observe that transformed data using the
replacement autoencoder (without GRL) decrease the accuracy
in predicting gender, thus increasing the privacy metric P .
Compared with the replacement autoencoder without GRL,
the replacement autoencoder with GRL transforms data which
yields consistently lower accuracy in predicting gender. We
can observe that the lowest gender privacy metric is 43.4%
when sad and angry are the required emotions. This privacy
metric indicates a lower chance of inference. These results
show that replacement autoencoder and GRL can transform
data to prevent inference of sensitive emotion labels and
gender information.
However, in our experiments we find a poor performance
in predicting happy emotion as the required class highlighting
that the baseline performance for different target classeses
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can be varied. Additionally, the replacement autoencoder can
further decrease the ability to predict the target class (in our
experiments, the happy emotion). Our future experiments will
focus on further improving the performance of the emotion
recognition models to set better baselines. Lastly, we want
to highlight that we plan to integrate the proposed privacypreserving transforming approach into real-world wearable
audio recording solutions. We intend to add this feature in
mobile SER applications as a user preference. This design
allows users to choose if they only want to hide certain
emotions and demographics, such as gender. In the future,
we also plan to explore personalized privacy-preserving data
transformation. We intend to test whether the personalized
model can generate increased utility while removing sensitive
information from the original data.
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