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Abstract

During a psychotherapy session, the counselor typically adopts techniques which are codi-

fied along specific dimensions (e.g., ‘displays warmth and confidence’, or ‘attempts to set up

collaboration’) to facilitate the evaluation of the session. Those constructs, traditionally

scored by trained human raters, reflect the complex nature of psychotherapy and highly

depend on the context of the interaction. Recent advances in deep contextualized language

models offer an avenue for accurate in-domain linguistic representations which can lead to

robust recognition and scoring of such psychotherapy-relevant behavioral constructs, and

support quality assurance and supervision. In this work, we propose a BERT-based model

for automatic behavioral scoring of a specific type of psychotherapy, called Cognitive

Behavioral Therapy (CBT), where prior work is limited to frequency-based language fea-

tures and/or short text excerpts which do not capture the unique elements involved in a

spontaneous long conversational interaction. The model focuses on the classification of

therapy sessions with respect to the overall score achieved on the widely-used Cognitive

Therapy Rating Scale (CTRS), but is trained in a multi-task manner in order to achieve

higher interpretability. BERT-based representations are further augmented with available

therapy metadata, providing relevant non-linguistic context and leading to consistent perfor-

mance improvements. We train and evaluate our models on a set of 1,118 real-world ther-

apy sessions, recorded and automatically transcribed. Our best model achieves an F1 score

equal to 72.61% on the binary classification task of low vs. high total CTRS.

Introduction

Psychotherapy is an intervention based on verbal interaction between patients and trained

professionals, aimed at treating mental health and behavioral disorders. The effectiveness

of psychotherapy is widely accepted [1, 2] with millions of people seeking professional help

at a yearly basis [3]. Cognitive Behavioral Therapy (CBT) [4] is a particular type of
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psychotherapy that aims at shifting the patient’s patterns of thinking by changing maladap-

tive cognitions and beliefs connected to behavioral problems. It is one of the most popular

psychotherapeutic approaches [5] with strong evidence connecting its methods with positive

clinical outcomes [6].

Given its wide popularity and applicability to a variety of mental health problems, perfor-

mance-based measures that ensure high quality of CBT provision are deemed essential [7].

The gold-standard method for monitoring therapy quality is behavioral coding [8], a process

during which trained coders listen to audio recordings and read session transcripts (recently,

text-only psychotherapy interactions are also being adopted to complement spoken conversa-

tions [9]) in order to assess specific therapeutic skills. For CBT, in particular, the most widely

used coding scheme is the Cognitive Therapy Rating Scale (CTRS), that defines a set of 11 ses-

sion-level codes reflecting skills and techniques specific to the intervention (the CTRS manual

is available from https://www.academyofct.org/general/custom.asp?page=CTRSCRRS [Young

JE, Beck JS; Unpublished]). This approach, however, is prohibitive for scale-up to widespread

practice in real-world clinical settings due to time and cost demands, which means that the

vast majority of CBT sessions are simply not evaluated.

Recent technological advances have given rise to a digital healthcare era with numerous

applications focusing on mental health [10]. Automatic behavioral coding, in particular, has

drawn a lot of interest over the last few years (e.g., [11–15]) and holds promise for more effi-

cient training, more effective supervision, and more positive clinical outcomes. However,

despite being one of the most dominant psychotherapy interventions, the literature focusing

on computational analysis and evaluation of CBT sessions is relatively scarce, partly because

of limited available data. The existing proposed systems mainly depend on frequency-based

and hand-crafted linguistic features [16, 17], or study CBT-related constructs appearing in

short text excerpts which are not part of an actual therapy session [18]. CBT sessions, how-

ever, are at least 20-30 minutes long (sometimes even longer than an hour), with a typical

session consisting of several tens or hundreds of talk turns and utterances. At the same time,

the behavioral constructs under examination reflect complex structural, conceptual, and

communicative aspects of the therapy that the existing approaches potentially fail to

capture.

Inspired by the recent success stories of large pre-trained context-rich language models

across numerous Natural Language Processing (NLP) tasks [19–21], in this work we adapt a

BERT model [19] to the domain and use it for the downstream task of CBT quality assess-

ment. The metric we are focusing on is the total CTRS score which is equal to the sum of the

11 individual codes and is used in clinical practice to evaluate a practitioner’s degree of com-

petence in delivering CBT [22]. We train systems which either directly classify a session with

respect to the total CTRS or model all the constituent codes in a multi-task approach, thus

enhancing interpretability. Side information from available metadata is also included to the

final models, leading to improved predictive power of the systems, compared to only using

linguistic cues.

To the best of our knowledge, this is the largest study focusing on automated evaluation of

cognitive behavioral therapy, employing more than 1,100 recorded and automatically tran-

scribed CBT sessions with hundreds of different patients and providers. Scaling up perfor-

mance-based CBT evaluation to real-world usage opens up exciting opportunities towards

the provision of fast and cost-effective feedback to the practitioner. Such feedback can be

beneficial for training new therapists or for maintaining acquired CBT-related skills, and can

eventually lead to improved mental health care services and more positive outcomes for the

patients.
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Materials and methods

Datasets

The Beck Community Initiative (BCI) at the University of Pennsylvania provides high-quality

psychotherapy training to community clinics and, through this work, has generated a large

archive of recorded CBT sessions [7], many of which are accompanied by CTRS scores. Thera-

pists who have participated in the program are primarily female (75.7%) and identify as White

(49.2%), Black or African American (36.3%), Asian (3.7%), Native American or Alaskan

Native (1.0%), Native Hawaiian or Pacific Islander (0.2%), or other (9.9%). Additionally, a sub-

set of therapists (13.1%) identify their ethnicity as Hispanic or Latino.

BCI has implemented CBT in more than 75 diverse community mental health contexts and

the sessions included in the current study are intentionally heterogeneous in terms of popula-

tion, presenting problem, and setting, in order to support the generalizability of the findings.

Rather than limiting inclusion to sessions with patients with a specific disorder, BCI uses a

transdiagnostic CBT approach that is appropriate across the broad spectrum of presenting

problems and populations seen in community care. The CTRS is the established gold-standard

measure of competence in CBT and is the most commonly used measure to evaluate transdiag-

nostic CBT skills.

Out of the available sessions, 292 have been sent for professional transcription. The selec-

tion of the particular sessions was done so that there is fair representation of sessions across

the entire range of the total CTRS scale and the audio quality is above a certain threshold. Spe-

cifically, we estimated the overall Signal-to-Noise Ratio (SNR) and set a minimum threshold

equal to 7dB. We used those human-transcribed sessions to adapt and evaluate an automatic

speech transcription pipeline, which was later used to transcribe a total of 1,118 CBT sessions

(including the 292 already mentioned). This number comes from the initial pool of available

sessions after excluding those marked as non-English and the ones for which not all the 11

CTRS codes were available. The dataset mostly comprises dyadic conversations (i.e., one thera-

pist and one patient) but also contains some sessions with multiple speakers (e.g., group

therapy).

The transcription pipeline is based on [23], after domain adaptation to the CBT data, and

consists of voice activity detection, diarization, speech recognition, and speaker role recogni-

tion (i.e., therapist vs. patient). Consecutive utterances assigned to the same role with a silence

gap shorter than two seconds are merged together. The role recognition module operates at

the speaker level, which means that for each speaker identified by the diarization algorithm,

we estimate whether it is more probable to be a therapist or a patient. Since we always have a

single therapist per session, we also tried a version of the speaker recognition module where

only one speaker (from the ones identified by the diarization algorithm) is assigned the thera-

pist role and the rest are considered patients. However, initial experimentation showed that

this approach led to poor performance because of increased missed therapist speech.

Adaptation was based on 100 transcribed sessions, leaving 1,018 CBT sessions for further

experimentation. The final Word Error Rate (WER), when the pipeline is evaluated on the

remaining 192 human-transcribed sessions, is 45.81%, with the therapist-attributed error

being 41.19%. Even though the automated transcription WER is high, those numbers are

inflated since they are highly affected by fillers (e.g., ‘um’, ‘huh’, etc.) and other idiosyncrasies

of conversational speech.

Each of the 11 CTRS codes listed in Table 1 is scored by a trained human coder on a

7-point Likert scale (0-6). For the dataset used in this study, a total of 28 doctoral-level CBT

experts served as raters, with regular reliability meetings held among them to prevent rater

drift. Giving equal importance to all the 11 CTRS dimensions, CBT researchers take into
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consideration the total CTRS which is the sum of the 11 components. In clinical practice, a

total CTRS above or equal to 40 indicates competent delivery of CBT, whereas a score less than

40 could suggest, for example, that additional training is required for the particular practi-

tioner [24]. The focus of this work is on the binary classification problem of the total CTRS

(below/above 40). The distribution of all the CTRS codes is given in Fig 1. Even though the

total CTRS follows an approximately normal distribution, after binarization the problem is

unbalanced with the dataset becoming skewed towards the class with non-competent CBT

delivery (total CTRS below 40), which represents 76.23% of the sessions in our dataset.

The goal of the current study is to examine the feasibility of applying an automated system

for the task of CTRS prediction, based solely on linguistic information. We should note, here,

that even though all the skills defined by CTRS can be demonstrated, at least partially, through

verbal cues, some of them are expected to be less amenable to purely language-based represen-

tations. As suggested by the results in [16], the human-centric codes associated with establish-

ing a good relationship with the patient, namely the CTRS dimensions of understanding,

Table 1. The 11 CBT quality codes defined by CTRS.

abbreviation meaning

ag agenda

fb feedback

un understanding

ip interpersonal effectiveness

co collaboration

pt pacing and efficient use of time

gd guided discovery

cb focusing on key cognitions & behaviors

sc strategy for change

at application of techniques

hw homework

https://doi.org/10.1371/journal.pone.0258639.t001

Fig 1. Distribution of the 11 CTRS codes (and the total CTRS) across the Likert scale. A total CTRS score above or equal to 40 indicates competent

delivery of CBT.

https://doi.org/10.1371/journal.pone.0258639.g001
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interpersonal effectiveness, and collaboration, are especially difficult to be modeled through

language features. Even for some of the codes for which simple linguistic observations, such as

the choice of words [16], can give valuable insights towards competent delivery of CBT, the

task is often more challenging than it may seem on the surface. For instance, as shown by the

examples given in Table 2, it is crucial to take into consideration the entire history of the con-

versation and not just rely on linguistic cues found within isolated utterances.

The task is, of course, becoming even more challenging, given the fact that the linguistic

information used in this work comes from a fully automated transcription pipeline with a rela-

tively high error rate, which results to error propagation across the various sub-modules and

inevitably affects the downstream task of behavioral coding. Previous works, however, have

shown that, for the specific problem, the performance degradation of such language-based sys-

tems because of inaccurate transcriptions is relatively small [17].

For all the sessions, a limited amount of metadata are also available. In particular, the vari-

ables taken into consideration in this work are:

1. the clinic where the session took place: The dataset consists of sessions delivered by 383

therapists across 25 clinics. Different agencies may follow different standards and practices,

which may be partly indicative of the quality of the delivered services.

2. the level of care, characterizing the intensity of treatment services: The sessions are clustered

into 6 distinct categories along this dimension; namely, inpatient, outpatient, intensive out-

patient, residential, school-based, and assertive community treatment [25].

3. the population for which the services are intended: Treatment is often tailored to a specific

audience, so the type of clients served may be indicative of a therapist’s behavioral skills.

Our dataset consists of sessions clustered into 9 population groups, defined by age (“child”,

“adolescent”, “adult”, “geriatric”), presenting problem (“substance use”, “serious mental ill-

ness”), or other group-specific characteristics (“LGBTQI”, “forensic”, “homelessness”).

4. the assessment time with respect to when the CBT-focused training of the corresponding

therapist took place: Each therapist participating in the study attends a workshop organized

by BCI to receive CBT training. Couselors’ CBT skills are expected to improve after partici-

pation in CBT training; they are also expected to keep improving as they practice CBT and

receive expert consultation and feedback. Thus, the availability of such information can be

useful for the task of CTRS prediction. There is a total of 7 timestamps characterizing a

Table 2. Examples of utterances within sessions with high/low scores for the CTRS dimensions of agenda and

homework.

code score utterance

agenda high [. . .] Maybe we should put that on your agenda for today. Is that what you want to talk about?

low So what are we going to talk about today? What’s the agenda for today?

homework high [. . .] I know we haven’t seen each other in a couple weeks. But some of the homework that was

given, [. . .]

low Because I always took time and sat down with them with homework and everything [. . .]

A score is considered low if it is below 4 and high if it is above or equal to 4 on the 0-6 Likert scale. As shown in those

examples (drawn from the manually transcribed sessions), merely the usage of certain words or phrases is not always

indicative of high competence in corresponding CBT skills. agenda: in the low-scored session, the therapist tried to

set an agenda with this utterance, but failed to follow it throughout the entire session. homework: in the low-scored

session, the word ‘homework’ is used, but refers to kids’ coursework and not to any CBT-related assignment.

https://doi.org/10.1371/journal.pone.0258639.t002
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session along this dimension (e.g., pre-workshop, post-workshop, three months after work-

shop ends, etc.).

Apart from the aforementioned CBT data, we additionally employ a set of 4,268 recorded

psychotherapy sessions automatically transcribed from a university counseling center [23]

which will be used for domain adaptation. We will denote this as the UCC set. Those sessions

span a wide range of psychotherapy approaches (including, but not limited to, CBT) and have

not been coded following the CTRS. Despite the expected differences between the two sets

(e.g., the UCC sessions are focused on concerns common among college students, such as anx-

iety, whereas the CBT data span a wider range of mental health problems), several common

linguistic patterns in psychotherapy are expected to be shared. So, this set is considered suit-

able to adapt the BERT model which will be used to extract linguistic representations of the

CBT sessions. An additional advantage of using the UCC sessions for adaptation is that they

have been transcribed using the same transcription pipeline used for the CBT dataset, so

BERT is expected to be adapted not only to the psychotherapy domain, but also to common

transcription-specific errors. The size of the two datasets in terms of duration and number of

utterances/words is provided in Table 3.

We note that the current study is an analysis of archival data. CBT data were initially col-

lected and used as part of a training program. Participants had signed a written consent to

record and to have the audio provided for educational and training purposes. The University

of Pennsylvania Institutional Review Board approved the usage of the de-identified, archival

program eval data for this study (Protocol #827045, granted in March 2017). Additionally, the

University of Utah Institutional Review Board approved the usage of the UCC data (Protocol

#83132, granted in March 2017). For the initial UCC data collection, participants had signed a

written consent to record and to have the audio provided for research purposes.

Single-task approach

The current work is focused on the binary classification problem of low vs. high (lower than 40

vs. greater than or equal to 40) total CTRS score, which is of particular interest from a clinical

perspective [7, 22]. Thus, it is natural, as a first step, to build a model viewing the problem as a

single task where the output is exactly a binary variable denoting whether the therapist is con-

sidered to have successfully adhered to CBT-related skills or not. Since all the codes defined by

CTRS only depend on therapist behavior and are not directly related to the patient (e.g., ‘did

the therapist set a clear agenda for the session?’), we can focus on the utterances (talk turns)

assigned to the former. Within this framework, we propose the architecture illustrated in

Fig 2.

Table 3. Size of the datasets used to train and evaluate the proposed models.

dataset #sessions #therapists #talk turns session duration [min] (mean ± std) turns per session (mean ± std) words per turn (mean ± std)

CBT-all 1,018 383 438,830 35.5 ± 12.8 431.1 ± 229.3 12.7 ± 24.3

CBT-onlyT 206,457 17.7 ± 8.6 202.8 ± 96.2 14.2 ± 24.1

UCC-all 4,268 59 1,873,126 38.9 ± 10.0 438.9 ± 200.1 15.4 ± 29.6

UCC-onlyT 896,879 15.1 ± 7.4 210.1 ± 106.8 12.7 ± 23.9

The statistics are given both when all the utterances and only the ones assigned to the therapist (onlyT) are taken into account. We consider as a talk turn any segment of

the session where a single speaker is present and there is a maximum silence gap of 2 seconds between consecutive words. The session duration is estimated as the sum

of all the turn durations, based on the timestamps predicted by the rich speech transcription pipeline.

https://doi.org/10.1371/journal.pone.0258639.t003

PLOS ONE Automated quality assessment of cognitive behavioral therapy sessions

PLOS ONE | https://doi.org/10.1371/journal.pone.0258639 October 22, 2021 6 / 21

https://doi.org/10.1371/journal.pone.0258639.t003
https://doi.org/10.1371/journal.pone.0258639


Systems based on BERT representations have achieved remarkable performance across var-

ious text classification tasks [26], while a large number of existing studies report that domain-

specific BERT variants outperform the generic model [27–30]. Based on such evidence, we

first adapt a generic pre-trained BERT model to the psychotherapy domain by continuing

training on an external, related/in-domain dataset (in our case, the UCC data). This adapted

model can then be used to extract fixed-dimensional linguistic representations for each avail-

able utterance.

The sequence of utterance representations forms the input to a recurrent neural network

with attention, an architecture commonly used to solve a wide range of NLP problems [31–

33]. In more detail, the sequence of BERT representations is fed to a bidirectional recurrent

layer, built with Gated Recurrent Units (GRUs) [34], that accordingly outputs a sequence of

hidden vectors, each one of which takes into consideration not only the corresponding utter-

ance but the entire context of the session (i.e., what is said before and after the utterance). The

hidden vector corresponding to each recurrent cell is considered to be the concatenation of

the forward and backward outputs of the specific cell. This sequence is fed to an additive self-

attention layer [35] which models the entire session as a weighted average of the information

encoded in the hidden vectors. That way, the system learns which parts of the session are use-

ful in order to construct a meaningful session representation with respect to the final task of

overall CTRS prediction. This representation can now be concatenated with the available ses-

sion-level metadata information, represented by one-hot encoded variables [36]. Finally, a sig-

moid non-linearity, applied after a Multilayer Perceptron (MLP), gives the desired output.

Fig 2. Proposed architecture for total CTRS score classification following a single-task approach. Here, only the utterances attributed to one of the

interlocutors (i.e., therapist) are used.

https://doi.org/10.1371/journal.pone.0258639.g002
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The network is optimized based on the binary cross-entropy loss function. In order to deal

with class imbalance, we weight each sample using class weights inversely proportional to class

frequencies.

Multi-task approach

The single-task architecture described in the previous section does not take into account

what exactly the total CTRS represents. However, the total CTRS score is estimated as the

unweighted sum of the 11 individual CTRS codes and different codes typically represent

completely different CBT skills. Those skills are related to specific linguistic patterns and are

often applied by the therapist during different parts of the session. For example, the therapist is

expected to set an appropriate agenda towards the beginning of the session that includes the

specific topics the patient would like to discuss in that session. Similarly, an important aspect

of a successful CBT session is incorporating homework relative to the therapy. That includes

reviewing previous homework (typically done towards the beginning of the session) and

assigning new homework for the coming week (typically done towards the end of the session).

Finally, there are codes which reflect communicative skills expected to be displayed through-

out the entire session. For instance, the therapist is expected to communicate both an empathic

understanding and a clinical understanding based on a cognitive conceptualization to the

patient through appropriate verbal responses.

In order to implicitly incorporate such knowledge in the network, we propose applying

multi-task learning, a paradigm that can often achieve more robust and generalizable repre-

sentations, leading to more powerful models [37]. Our proposed multi-task approach is

depicted in Fig 3 and, as shown, the first steps (BERT-based feature extraction and

Fig 3. Proposed architecture for total CTRS score classification following a multi-task approach modeling each CTRS code. Here, only the

utterances attributed to one of the interlocutors (i.e., therapist) are used.

https://doi.org/10.1371/journal.pone.0258639.g003
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bidirectional recurrency) are the same as in the single-task approach described previously.

However, instead of directly modeling the total CTRS score, the system now tries to separately

model each one of the 11 codes, with each code defining a “task” for the network.

The sequence of hidden vectors from the recurrent layer is shared across all the tasks and is

the input to 11 different attention layers, each one associated with a specific CTRS dimension.

That way, the network can attend to what is important for the prediction of a particular code.

As previously, metadata information in the form of one-hot encoded variables is concatenated

to the context vector learned by the attention layers and is passed through MLPs with linear

(instead of sigmoid) output activation functions. So, a continuous output—restricted in the

range [0, 6]—represents each CTRS code. Those codes can later be added and the binarized

sum corresponds to the desired classification outcome (low vs. high total CTRS). The loss

function to be optimized during training is L ¼
P11

i¼1
Li, where Li is the mean squared error

associated with the i-th code. We underline that during training the network learns to predict

scores for all the 11 CTRS dimensions in a multi-task fashion, as described, and the total CTRS

is only estimated as their sum at a later phase for evaluation purposes.

An additional advantage we get following this approach is enhanced interpretability, an

aspect of crucial importance for systems used in real-world clinical settings. Instead of viewing

the overall system as a black box giving information about the total CTRS score, we can now

track specific attributes which led to the classification of a session as competent or not. That

way, if such a system is used to provide feedback to counselors, this can be targeted to specific

areas in need of improvement.

Experimental setup

BERT adaptation. For this work we employ the pre-trained uncased BERT-base model

(available at https://github.com/google-research/bert) as a feature extractor, which provides

768-dimensional embeddings. BERT embeddings are extracted at the utterance level by aver-

age-pooling the last layer. Initial experimentation showed that, for our problem, average pool-

ing yields better results than using the [CLS] token, which is typically used in classification

tasks [19, 26]. The pre-trained model is tuned by continuing training on the set of 4,268 UCC

sessions (Table 3) after a random 90% − 10% train-eval split at the session level. Two adapted

BERT models are built and evaluated: i) a model adapted on all the available utterances, called

psychBERT, and ii) a model adapted only on the therapist-attributed utterances, called thera-
pistBERT. In both cases, a maximum utterance length of 64 tokens is assumed and tuning

takes place for 10,000 steps with a learning rate equal to 2�10−5 and minibatch size equal to 64.

We note that only 1.9% of the total number of utterances in the CBT set were longer than 64

tokens and had to be cropped. Since we expect a lot of short utterances during evaluation, we

create training sequences shorter than the maximum length with a relatively high probability

(equal to 0.5). Following the official recommendations, we apply a masking rate equal to 15%

[19].

Network design. We apply both proposed architectures (single-task and multi-task) for

the downstream task of psychotherapy quality evaluation based on the total CTRS score. In

order to study whether non-therapist language contains information useful to the task, we run

experiments both using all the available utterances and only the therapist-attributed ones. For

each case, we additionally examine the effectiveness of the available metadata.

The models are built and trained using Tensorflow [38]. We use a single bidirectional

recurrent layer composed of GRU cells with 64 hidden units each. The attention weights are

learned through dense layers (one for each attention mechanism) of 10 hidden units. The clas-

sification MLPs (Figs 2 and 3) comprise one hidden dense layer with 20 units and ReLU
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activations and one output dense layer with either sigmoid (for the signle-task approach) or

linear (for the multi-task approach) activation.

The Adam optimizer [39] is employed, with initial learning rate equal to 0.001. The models

are trained for a maximum of 200 epochs with early stopping based on validation loss, with

patience set equal to 10 epochs. When focusing only on therapist-attributed utterances, the

maximum sequence length (session length) is set to 256 utterances and a batch size equal to

128 is used. When all the utterances are taken into consideration, the maximum sequence

length is set to 512 utterances and the batch size is decreased to 64 in order to meet the limita-

tions set by the available computational resources (one NVIDIA GeForce GTX 1080 Ti).

Results and discussion

BERT model performance

We first evaluate the BERT model, before and after adaptation, on the next sentence prediction

task. Next sentence prediction teaches BERT to learn long-term dependencies across sentences

and can give useful insights for long documents, such as therapy transcripts. Long contextual

information is especially important for our final task of CTRS prediction, since the therapist is

expected to demonstrate relevant skills throughout the entire session. Additionally, relations

between consecutive utterances/sentences might indicate linguistic patterns and techniques

often encountered in psychotherapy, such as open or closed questions and reflective listening.

Such techniques are widely adopted in other psychotherapeutic approaches, but are often

incorporated in CBT as well [40], while there are results supporting that they are useful as a

supplemental information for predicting CTRS scores [17].

The accuracy results of the model, when evaluated on the CBT sessions, are given in

Table 4. As shown, adaptation leads to substantial improvements, for both psychBERT and

therapistBERT. The large performance gap when BERT-base is used comes at no surprise: The

higher accuracy for the task when all the utterances are taken into consideration (compared to

the case when only the therapist utterances are evaluated) is due to the fact that the base model

can more accurately represent naturalistic conversations (e.g., questions-answers), compared

to predicting the next utterance of a specific person, skipping one of the interlocutors. How-

ever, after adaptation, the system does an almost equally good job for the two cases (and even

slightly better when only applied to the therapist utterances).

Comparing the results between the second and third row of Table 4 is of high interest, since

we can see that there is a very small degradation—possibly smaller than expected—when we

use therapistBERT to evaluate on all the available utterances, or, similarly, when we use psy-

chBERT to evaluate only on the therapist-attributed ones. From those results, it seems that the

tuning process mainly adapts the BERT model on psychotherapy-specific language and on

general characteristics of conversational speech (e.g., high frequency of short sentences and fil-

lers), which are common both when we take patient-attributed utterances into consideration

and when we do not. Of course, this behavior is partly due to the fact that even when adapting

only on the therapist segments of the UCC data (therapistBERT), it is inevitable that some

Table 4. Accuracy (%) for the next sentence prediction task before and after BERT adaptation when the models

are evaluated on the CBT dataset.

model CBT set all utterances CBT set therapist utterances

BERT-base 60.03 40.00

psychBERT 69.53 71.08

therapistBERT 69.18 71.66

https://doi.org/10.1371/journal.pone.0258639.t004
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patient-attributed utterances are encountered, too, because of potential errors in the speaker

diarization and role recognition modules of the rich transcription pipeline [23]. Similarly, dur-

ing psychBERT training, consecutive talk turns do not necessarily belong to different speakers,

so consecutive sentences used for the “next sentence prediction” task often belong to the same

speaker (e.g., therapist). In any case, for the following experiments on CTRS prediction, we

always use psychBERT when taking all the utterances into account and therapistBERT when

only using the therapist-attributed ones, since those are the models that give the best results,

even if by a small margin.

CTRS prediction

The experimental results using our proposed models are given in Table 5. All the results

reported are based on a 10-fold cross validation scheme so that there is no therapist overlap

between the folds (the patient IDs are not known). The evaluation metric used is the macro-

averaged F1 score. Additionally, Table 6 provides the relative improvements to the overall per-

formance when applying each one of the 4 proposed techniques: i) adapting BERT to the

domain, ii) providing metadata information, iii) following the multi-task approach, and iv)

taking only the utterances assigned to the therapist into consideration.

For completeness, we also trained and evaluated a linear support vector machine with uni-

gram-based tf-idf features (selecting the 32 best features based on a univariate F-test), an

approach that gave the best results in [16]. This yielded an F1 score equal to 66.58% when

using all the utterances and 67.73% when using only the utterances assigned to the therapist.

Even though our language-only models did not beat this frequency-based baseline, the results

do get better when we provide the available metadata information, especially coupled with the

multi-task approach. This demonstrates the validity of our proposed techniques to enhance

Table 5. F1 score (%) based on 10-fold cross validation.

all utterances therapist-only utterances

utterance representation metadata info single-task multi-task single-task multi-task

BERT-base ✘ 63.43 61.03 63.88 62.40

✔ 65.42 70.13� 66.80† 71.25�

adapted BERT (psychBERT/therapistBERT) ✘ 64.10 62.04 65.52 63.76

✔ 66.94† 71.56� 68.52� 72.61 �

The adapted BERT is psychBERT when all the utterances are used and therapistBERT when only the ones assigned to the therapist are used. Paired bootstrap tests were

performed with respect to BERT-base, singe-task approach (n = 105).
† p< 0.05,

� p < 0.01

https://doi.org/10.1371/journal.pone.0258639.t005

Table 6. Contribution of each proposed technique to the performance of the system.

proposed technique no yes relative improvement

BERT adaptation 65.54 66.88 +2.04%

metadata info 63.27 69.15 +9.29%

multi-task 65.58 66.85 +1.94%

only therapist 65.58 66.84 +1.92%

Each row gives the mean F1 score (%) across all the remaining 23 = 8 combinations when the corresponding

technique is (yes) or is not (no) applied.

https://doi.org/10.1371/journal.pone.0258639.t006
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the predictive power of the models, but, at the same time, leaves room for further experimenta-

tion and improvement regarding the linguistic representations used.

Comparing the results of Table 5 in more detail, it is apparent that the inclusion of patient

utterances does not provide complementary information for the task of total CTRS prediction.

Even though psychotherapy is a conversational interaction and one would assume that the

entire history of the dialogue could improve the predictive power of the system, we should

take into account that CTRS codes are focused only on therapist behavior. The results support

the initial hypothesis that focusing on therapist-only language is sufficient, and tends to be

robust, to assess therapist-related behaviors within the proposed framework. Additionally, it is

shown that, as expected, the adapted BERT extractor yields better linguistic representations

than the base model, at least with respect to our final goal.

Overall, the best results are achieved when we use the multi-task approach after providing

the available metadata information. However, it is interesting to note that, while metadata

information is consistently beneficial to the system, it is not always clear whether the multi-

task approach leads to improved results, especially when metadata information is not pro-

vided. Given the availability of such side information, though, the multi-task architecture does

indeed boost the overall performance. This is likely due to the fact that, in this case, metadata

improve the robustness while estimating each one of the codes, thus improving the overall

robustness.

It should be highlighted, here, that, while non-linguistic side information proves to be

highly beneficial for the particular dataset, further investigation is required to study which var-

iables are expected to be readily available in the general case of CBT quality assessment in the

real world. For instance, even though the assessment time with respect to CBT training appears

to be a reasonable proxy of CBT quality, should we expect that such information be always

provided to the system? In a real-world scenario, such decisions could actually be informative

of how an interface used in clinical settings should be built, i.e., what therapist-related infor-

mation should be asked for during a new user registration.

Finally, it is important to note that, most of the time, the value of the used metadata vari-

ables was known to the human annotators. So, it is not clear at this point whether the perfor-

mance boost is due to actual useful complementary information that such non-linguistic

variables carry or due to modeling annotator bias. For example, annotators may be biased

towards specific clinics because of exceptional reputation, or they may tend to score therapists

lower when they are in earlier stages of training as compared to those who are completing

training. However, we should highlight that, for the specific dataset, all the annotators were

required to demonstrate calibration prior to coding [7]. During that process, all coders were

blind to the metadata information other than the one coder in the group who was the assigned

coder for the official rating. Strong inter-rater reliability results (ICC = 0.84) suggest that raters

may not be influenced by having access to such external information.

Localization of CTRS codes

CBT is a highly structured psychotherapeutic approach and this is reflected in several of the

CTRS codes used to assess the quality of a session. Using the attention mechanisms of our pro-

posed architecture, we can identify salient utterances for the task of CTRS prediction and,

through this process, we can reveal the aforementioned structure. In other words, since the

network attends to specific parts of the session for different codes, we can examine how the

practitioner focuses on different aspects of CBT throughout therapy.

In Fig 4 we illustrate how the attention weights progress, on average, through time for three

exemplar codes: agenda, homework, and feedback. The therapist typically sets an appropriate

PLOS ONE Automated quality assessment of cognitive behavioral therapy sessions

PLOS ONE | https://doi.org/10.1371/journal.pone.0258639 October 22, 2021 12 / 21

https://doi.org/10.1371/journal.pone.0258639


agenda towards the beginning of the session establishing key items to be discussed and

addressed. Even though they are expected to follow the agenda throughout the session, and

thus merely setting an agenda is not sufficient, it seems that, for the task of automatic coding

within the proposed framework, there is a big spike of salience towards the beginning of the

session which is gradually diminished. Similarly, for the CTRS dimension of homework, the

network tends to attend more to the beginning and the end of the session, where the counselor

typically reviews and assigns cognitive therapy homework, respectively. Finally, feedback is

typically elicited from the patient through appropriate questions asked frequently throughout

the session and, thus, there are not expected localized patterns. Indeed, the attention mecha-

nism of the system seems to give, on average, approximately equal weights to different utter-

ances during the session. Of course, this is an aggregate behavior and it does not mean that

specific patterns and saliency spikes are not observed in individual sessions.

In general, we observed that for some codes the system attends more to the beginning and/

or the end of the session and for some of them the saliency curves are relatively flat—aggregate

spikes in the middle of the session were not observed for any code. The saliency curve gener-

ated from the attention weights of the single-task approach for the total CTRS (Fig 4) is also in

accordance with that observation and follows a similar pattern with the one generated as the

unweighted average of the 11 individual CTRS codes.

Ethical and practical implications

When dealing with such sensitive topics, like psychotherapy and automatic evaluation of one’s

job performance, it is important to step back and reflect on the implications of our work.

Speech and language processing models keep getting better at an unprecedented pace, and the

same is expected for the downstream tasks that those models are used for. But which are the

key areas we should focus on when using those models and when developing techniques that

exploit people’s data and affect users’ lives? At least four questions need to be answered with

respect to the specific application we are dealing with in this work:

1. How can we protect patients’ sensitive data?
A necessary prerequisite of being able to automatically assess the quality of a psychotherapy

session is having access to a collection of real-world data. Computational models can then

be trained on such data in order to discover underlying patterns. There is no doubt,

Fig 4. Mean attention weights across all the sessions, combining the results from all the testing folds of the cross validation. (left) Weights for the

codes agenda, homework and feedback from the multi-task architecture. (right) Weights for the total CTRS from the single-task architecture and mean
weights of all the 11 individual codes from the multi-task architecture.

https://doi.org/10.1371/journal.pone.0258639.g004
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however, that psychotherapy sessions contain extremely sensitive information, since

patients often build a trust bond with their therapist, unbosom themselves, and disclose

thoughts and secrets they are afraid or ashamed to share even with friends and family.

Thus, it is of utmost importance that such data be treated with extreme caution during all

the phases of a study, including data collection, storage, and usage.

The privacy of all the participating individuals—both patients and therapists—should be

respected and they should all give their consent to be recorded, while also having the right

to withdraw and stop the recording at any time during therapy. Data should then be care-

fully stored to dedicated machines with restricted access. Researchers should honor the

trust that the patient has placed in the counselor and make every effort to prevent third par-

ties from accessing and misusing those data.

Of course, the current study is governed by restrictions imposed by the relevant Institu-

tional Review Board (IRB), while all the data used for research purposes were de-identified.

However, IRB-related restrictions should only provide a formal framework and constitute

just a first step. Treating psychotherapy data cautiously should be an ethical obligation of

each individual researcher involved and not merely the result of external restrictions

imposed to them [41].

2. What if such a system is used to blindly evaluate a therapist?
Since CTRS provides quantifiable metrics for quality assessment, the proposed system

can be used to evaluate a therapist’s performance and their adherence to specific psycho-

therapeutic skills. Scoring competence and providing performance-based feedback to

counselors is an important part of training and leads to improved quality of CBT services

[42]. BCI, in particular, has been providing feedback to clinicians based on CTRS scores

for the last 14 years and, along with offering technical support and intensive consulta-

tion, is successfully infusing CBT techniques into mental health services addressing a

wide range of disorders [7].

In a dystopian scenario, however, machine-based feedback could mean therapists losing

their jobs because of not meeting minimum standards set by a black-box model and stu-

dents being disappointed because of getting “low scores” from an automated system. It

should be made clear that our goal is not to replace human supervision, but rather aug-

ment the supervisor’s efficiency and additionally offer a tool for self-assessment. More-

over, it is important that the users be adequately trained to understand the meaning of

automatically generated evaluation scores. This is why the focus should be on highly

interpretable models. One of such are the attention-based systems which can give

insights into specific salient parts and patterns of the inputs. The attention mechanisms

employed in our proposed system can reveal the structure of a CBT session and point to

particular segments where some of the underlying dimensions of the total CTRS score

are in potential need of improvement.

3. What if the system is wrong? Are there any explicit additional requirements before using such
a system in clinical settings?
It is important for a practical realistic system to incorporate confidence metrics and quality

safeguards. The described system depends on a series of machine learning models where

things can simply go wrong. Establishing confidence metrics for the quality of the auto-

matic transcription (e.g., speech recognition—induced errors) and the final CTRS predic-

tion (e.g., applying thresholds on the final sigmoid non-linearity) would enhance the

transparency of the models and would help practitioners trust them and introduce them

into the clinical world.
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While it is crucial that the system can inform the user about potential errors, it is equally

important that the user be able to question model predictions when they disagree with the

conclusions [43]. This may include, for example, the practitioner manually changing an

erroneous transcription or indicating a specific segment of the session where they believe

they exhibited a particular CBT-related skill (e.g., providing a time window when they

assigned cognitive therapy homework). Such a strategy would not only enhance user

engagement and willingness to adopt the system, but would also provide useful input data

which can lead to ongoing model adaptations and improvements.

4. How can we ensure that the computational systems employed are not affected by various
biases introduced by the training data?
Machine learning systems are only as good as the training data with which they are pro-

vided. For example, it is known that state-of-the-art NLP systems trained on mainstream

available data perform poorly when applied to language of authors from minority groups

[44]. At the same time, people’s perceptions about psychotherapy differ across different cul-

tures and any psychotherapeutic approach, including CBT, needs to be culturally adapted

[45]. Thus, an automated system for psychotherapy quality assessment also needs to be

adapted to the actual use case and it is essential that the final user be aware of the training

conditions and the potential limitations which are due to condition mismatch. A system

used in real-world settings which is systematically skewed against dyads of counselors-

patients who belong to minority groups would only promote a culturally homogeneous

mental health care system and would exacerbate existing disparities in mental health treat-

ment among different racial and ethnic groups [46]. In an effort to address this issue, the

dataset used in the current study is based on a population that has rich representation of

people from historically marginalized groups.

On a similar note, human annotators almost never reach perfect agreement [47] and, as a

result, models trained on data manually annotated by a small pool of coders may suffer

from annotator biases and not generalize well [48]. In order to alleviate the problem and

build a reliable system, a large and ideally diverse pool of human coders should be

employed. Additionally, information which can potentially affect coders’ objectivity and is

not crucial to the annotation process (e.g., assessment time with respect to CBT training)

should probably be not available to them at annotation time. However, something like that

is not always possible, or even desirable, given the cost associated with creating a large in-

domain dataset and the complex nature of psychotherapy. In our case, the available therapy

sessions have been labeled by a large number of raters who did have access to metadata

information. The ultimate goal of behavioral coding is the provision of quality feedback

about skills and competence to counselors. In order to do so, human supervisors need to

know about details related to the course of treatment, including information about previous

sessions, in order to better assess an individual session. Thus, the decision of allowing anno-

tators to have access to such information is essentially a trade-off decision between objectiv-

ity and external validity.

Prior work

Highly contextualized language models

Large pre-trained language models have lately led to several developments and breakthroughs

in numerous NLP tasks, including text classification, text generation, question-answering, and

natural language inference. Those language models are usually built based on the concept of
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Transformer [49]. Using several stacked Transformer blocks, systems like GPT [50] and BERT

[19] were able to push the limits of NLP.

BERT opened up a new era in NLP with several variants having been proposed, which are

usually targeted at specific tasks and applications, or address certain BERT limitations. In its

original form, for instance, BERT is only able to handle relatively short pieces of text. Doc-

BERT [51] was proposed to address this limitation by focusing on the task of document classi-

fication. Psychotherapy code prediction can be viewed as a variant of document classification,

with the “document”, however, being a dialogue. ToD-BERT [52] has been specifically pro-

posed to incorporate the power of BERT in modeling task-oriented dialogues. Similarly, Dia-

loGPT [53] builds upon GPT-2 [54] focusing on dialogues, but for the task of response

generation.

Domain-specific BERT variants have been also developed for particular fields which use,

for example, specialized vocabulary (e.g., [27, 28]). In the clinical domain, the authors in [29]

adapted the BERT embeddings both on general clinical corpora and on discharge summaries

in particular. Similarly, the BERT model was adapted on clinical notes for the task of hospital

readmission prediction in [30]. However, those adaptation processes are based on written text

and do not focus on medical conversations, such as psychotherapy. In this work, we tuned

BERT embeddings specifically to address the linguistic idiosyncrasies found within a psycho-

therapy session and we showed that our system can achieve improved results when compared

to the non-adapted model.

Incorporating metadata information

Conditioning linguistic representations on external side information, often distilled from

expert knowledge or available metadata, is beneficial to numerous NLP tasks. For example,

movie genre has been used for the task of violence rating prediction from movie scripts [55],

while external note-level and patient-level attributes have been used to classify clinical notes in

electronic health records [56]. The authors in [36] proposed and compared several methods

for incorporating such external knowledge as contextual information in recurrent language

models. Their results suggest that feeding both the linguistic and auxiliary data to an extra

dense layer after the recurrent layers (like done in our proposed models) outperforms other

approaches.

To the best of our knowledge, this is the first time that therapy-related metadata, such as the

clinic, the level of care, and the population, are taken into consideration for the task of psycho-

therapy quality assessment. Our results indicate that the incorporation of such information

can yield significant performance improvements, thus suggesting that, depending on the spe-

cific use case and on data availability, several of those variables can be of high value for real-

world systems deployed in clinical settings.

Automatic behavioral coding

There has been an increasing interest in developing systems for automatic psychotherapy eval-

uation over the last few years, focusing on both acoustic (e.g., [11, 57]) and textual informa-

tion. Depending on the domain, coding procedures may be applied at different resolutions,

i.e., at the utterance (e.g., [58, 59]) or at the session level. We are limiting this short overview to

language-based approaches for obtaining session-level codes, since this is the focus of the cur-

rent article.

Early works in the field employed n-gram models [60, 61] and domain-specific semantic

features [62] coupled with maximum likelihood [61], maximum entropy [12], and support

vector machine [62] classifiers. Linguistic similarities between the therapist and the patient
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have been also studied as a useful predictor of therapist behaviors [63, 64]. Deep learning tech-

niques have opened up the way for more accurate and context-rich language modeling and

better performance for the behavioral coding task [14, 65].

In the CBT domain, a large corpus of written posts from an online platform was used in

[18], where the authors examined several deep learning approaches for CBT-related mental

health concept understanding. However, online posts are typically much shorter than an actual

CBT session and exhibit a more well-defined structure than a spontaneous conversational

interaction. On the contrary, our model has been explicitely trained to evaluate the mental

health provider’s skills during verbal-based psychotherapy, utilizing a large set of recorded,

real-world therapy sessions for training.

In our own previous work, we compared various linguistic features on a limited dataset of

therapy transcriptions, both manually and automatically derived, and demonstrated that sim-

ple language representations, such as tf-idf features, can achieve competitive results for the

task of automated cognitive therapy evaluation [16]. The same dataset was later utilized in con-

junction with additional sessions from a different psychotherapy domain—namely, Motiva-

tional Interviewing (MI)—in a multi-task setting [66]. However, the dataset was selected to

showcase a scenario focusing on the two extremes of the rating scale with mostly very low and

very high CTRS values, whereas in this work we used a much larger and diverse—with respect

to CTRS-based quality—set of CBT sessions. The tf-idf based approach was improved in [17]

by enhancing the features with information again distilled from MI. However, this method

assumes access to therapy sessions coded with an MI-based rating scheme at the utterance

level in order to train and use an extra behavioral coding model and provide the extra informa-

tion needed.

Conclusion

In this work we introduced a model for quality assessment of psychotherapy sessions based on

adapted BERT representations of therapy language use. The focus of the analysis was on the

binary classification of CBT sessions with respect to the overall CTRS score, a metric com-

monly used in psychotherapy research to assess adherence to CBT skills. Two main architec-

tures were proposed and compared. One was based on a single-task approach directly

modeling the total CTRS as a binary output. The other took advantage of the definition of the

total CTRS as the sum of 11 constituent scores, and was instead based on a multi-task

approach where each score defined a task. Additionally, non-linguistic information was given

to the models in the form of metadata variables modeling critical session and therapist charac-

teristics. Experimental results showed that the best performance is achieved employing the

multi-task network with metadata information.

Our experiments demonstrated the efficacy and validity of the proposed methods, but at

the same time revealed areas for improvement and potential future research directions. We

saw, for instance, that simple frequency-based linguistic features are still very relevant, achiev-

ing competitive results for the task of CBT quality assessment. Such results suggest that a com-

bination of different linguistic representations and machine learning techniques may be

beneficial in order to take advantage of both localized and contextualized patterns. At the same

time, we believe that the performance of models based on contextualized representations, cou-

pled with data-hungry deep learning classifiers, will keep improving once similar systems are

introduced in clinical practice and therapy sessions are recorded systematically, thus increas-

ing the size of available training sets.

In this study we only focused on language usage. However, human coders, by actually lis-

tening to the audio recording, have access to much richer information. This extra stream of
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information can be potentially combined with linguistic representations, leading to increased

predictive power of the systems used for CTRS prediction. For example, vocal synchrony and

arousal could be beneficial when dealing with CTRS dimensions related to the therapist-

patient relationship (e.g., understanding), while speech rate could be correlated with using

time efficiently (CTRS dimension of pacing). Finally, it should be highlighted that even the lin-

guistic information our models had access to is highly noisy since it comes from an automated

transcription pipeline. Error propagation through the various modules of the pipeline, from

speech activity detection and speaker clustering to speech recognition, unavoidably degrades

the performance of text-based behavioral coding models. With improved speech technologies

and employing a low-error transcription system, we expect the performance of CTRS predic-

tion systems to get better in the future.

In any case, it is crucial that we all abide by certain ethical principles when producing,

releasing, or using tools aiming at automated evaluation of psychotherapy. To that end, we

proposed a set of ethical considerations and practical recommendations along four main axes:

data privacy, prudent usage, error handling, and bias mitigation. Moving forward, we are

hopeful that, under a proper framework, similar systems will be adopted in clinical practice,

leading to more efficient training and supervision, improved quality of services, and, eventu-

ally, more positive clinical outcomes.
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