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Abstract—Many speech processing algorithms and applications
rely on the explicit knowledge of signal-to-noise ratio (SNR) in their
design and implementation. Estimating the SNR of a signal can enhance the performance of such technologies. We propose a novel
method for estimating the long-term SNR of speech signals based
on features, from which we can approximately detect regions of
speech presence in a noisy signal. By measuring the energy in these
regions, we create sets of energy ratios, from which we train regression models for different types of noise. If the type of noise that corrupts a signal is known, we use the corresponding regression model
to estimate the SNR. When the noise is unknown, we use a deep neural network to find the “closest” regression model to estimate the
SNR. Evaluations were done based on the TIMIT speech corpus,
using noises from the NOISEX-92 noise database. Furthermore, we
performed cross-corpora experiments by training on TIMIT and
NOISEX-92 and testing on the Wall Street Journal speech corpus
and DEMAND noise database. Our results show that our system
provides accurate SNR estimations across different noise types,
corpora, and that it outperforms other SNR estimation methods.
Index Terms—Deep neural networks, signal-to-noise ratio
estimation, speech signal processing.

I. INTRODUCTION
EAL life speech processing is a challenging task since
environmental conditions introduce “noise” to the speech
signal altering its original properties, and decreasing the performance of speech technology applications. Signal to Noise
Ratio (SNR), one of the most fundamental constructs in signal
processing, gives information about the level of noise present in
the original signal, and is defined as the ratio of signal power to
noise power expressed in decibels (dB).
SNR estimation is a challenging task, since in general we
do not know the type of noise that corrupts the signal. Moreover, when dealing with non-deterministic signals (e.g. speech)
there is an additional layer of randomness. However, accurate
SNR estimation can guide the design of algorithms and systems
that compensate for the effects of noise such as robust automatic speech recognition (e.g. [1], [2]), speech enhancement
(e.g. [3]–[5]), and noise suppression [6].
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Broadly speaking, SNR estimation algorithms can be divided
into two categories, those that focus on a frame of the original
signal (instantaneous SNR), and those that focus on the entire
signal (global SNR). Instantaneous SNR estimation has been
the focus of many works in speech processing [7]–[10] since it
can directly be applied to speech enhancement.
Global SNR estimation is also useful when building SNR specific speech and speaker recognition systems [11], [12] as well
as other speech related tasks. For example, there is a resurgence
of research efforts on robust Speech Activity Detection (SAD)
such as in the DARPA RATS program wherein the speech signal can be altered by a variety of channel conditions. Therefore,
there has been a renewed effort on robust global SNR estimation
[13]–[15].
Usually, SNR estimation algorithms (both global, and local
ones) are based on the following assumptions:
1) Background noise is stationary
2) Noise and Speech sources are independent
3) Noise and Speech are zero-mean signals
4) Speech Boundaries in the signal are known
However, recent demands of speech technology systems being widely deployed under real-life conditions have resulted in
many SNR estimation efforts moving away from the stationary
case [16], [17]. Moreover, prior knowledge of speech boundaries
in the signal is not always feasible. While a SAD system could
be employed to extract speech regions, robust SAD systems are
usually tuned to specific channel conditions.
In this work, we focus on the estimation of global SNR (i.e. at
the utterance level) in signals with unknown speech boundaries
under two main frameworks. In the first case, we assume we
know what type of noise corrupts the original signal, while in the
second the noise type is assumed unknown. In both scenarios, we
make no assumptions about the noise type, and our experiments
show that we can achieve accurate estimation regardless of noise
conditions.
Our proposed method utilizes signal features that capture the
presence of speech in a noisy signal. We construct multiple estimators based on these features and train a regression model. It
should be noted that our scheme does not require a Voice Activity Detection step. When the noise type that alters the signal
is known we can simply use the appropriate regression model
for SNR estimation. On the other hand, when noise conditions
are unknown, we choose the best matched model and make an
estimation based on that model using a deep neural network
(DNN) classifier [18]. We still hold on to the assumptions that
noise and speech have independent sources and that they are
both zero-mean signals.

2329-9290 © 2016 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
See http://www.ieee.org/publications standards/publications/rights/index.html for more information.

2496

IEEE/ACM TRANSACTIONS ON AUDIO, SPEECH, AND LANGUAGE PROCESSING, VOL. 24, NO. 12, DECEMBER 2016

The remainder of the paper is organized as follows. In
Section II we examine existing SNR estimation algorithms. In
Section III we provide an overview of our method and the intuition behind it. In Section IV we describe the features that
we will use, while in Section V we present how we will handle
the two modalities of our system (SNR estimation under known
and unknown noise conditions). In Section VI, we give details
about training our system, and in Section VII we show its performance and compare it with other SNR estimation methods.
Finally in Section VIII, we offer our conclusions and outline
future research directions.
II. PRIOR WORK
A-priori SNR estimation has been well studied over the last
several years. An early work by Ephraim and Malah [3] minimizes the mean-square error of the spectral magnitude by deriving a short-term spectral amplitude (STSA) estimator. Martin
[8] uses the low-energy envelope to estimate the SNR, while
other methods use speech and noise statistics (e.g. Nemer in
[19] uses kurtosis values to estimate the SNR in different frequency bands).There are many other approaches that range from
clustering of speech and noise regions [20] to employing features inspired by psychoacoustics [21].
Although not widely studied in the past there has been increasing interest in global SNR estimation methods recently.
For example, the authors in [14] employ SAD techniques to
separate speech and noise regions and estimate the SNR from
the respective power in those regions and study the effects of
SAD in both global and instantaneous SNR estimation.
Another widely used approach is the NIST SNR measurement [22], which adopts a method based on sequential Gaussian mixture estimation to model the noise. Then, it creates a
short-time energy histogram which is used to estimate the energy distributions of the signal and noise from which SNR is
estimated. In [23], a comparable method is presented where a
two-component Gaussian is fitted in the log-power domain to
estimate the distributions of noise and noisy speech subspaces
using the Expectation Maximization algorithm (EM).
In a more recent work, Kim and Stern [13] assume that the
amplitude of the speech and noise signals follow Gamma and
Gaussian distributions, respectively. Their strategy is based on
the fact that different levels of noise affect the shaping parameter of the Gamma distribution. Therefore, by using Maximum
Likelihood (ML) estimation for the shaping parameter they can
make a decision about the SNR of the “corrupted” signal. Their
algorithm works well when the assumptions are met, as well as
when the noise has strong stationary characteristics.
Other strategies are based on the estimation of the Ideal Binary Mask (IBM) [24], which identifies speech and noise regions (under a time-frequency representation). The authors in
[25] present a system that estimates the SNR using a binary
mask for only the voiced speech frames. Their system performs
well when SNR is close to 0 dB, but the estimates are biased
under other conditions. This problem is rectified in [15] where
the authors propose a method based on computational auditory
scene analysis, where IBM is estimated in both voiced and unvoiced regions. By calculating the energy in those regions they
form an SNR estimate.

The difference of our method with the aforementioned ones
is twofold. The first is in the feature set. We employ features
that identify speech and nonspeech regions in a signal. We measure the energy of these regions and form energy ratios from
which we train “noise-specific” regression models. If we have
information about the channel noise we can use the appropriate
model to estimate the SNR. The second difference is in the way
our system handles signals corrupted by unknown noise types.
In most methods the noise is assumed to have stationary characteristics. Our system makes no such assumption and uses a DNN
to make a decision about which regression model it will use for
SNR estimation. As long as we have a diverse “pool” of different noise-specific regression models, the DNN can choose an
appropriate model. Neural Networks have been used before for
SNR estimation but not in the same fashion (for example, in [21]
Neural Networks are used for feature selection). Finally, we still
hold the assumptions that noise and speech have independent
sources and that they are both zero-mean signals.
III. METHOD OVERVIEW
The Global SNR of a speech signal is defined as:
 
M
1
2
m =1 s [m]
M
SNR = 20 log10  
M
1
2
m =1 n [m]
M
= 10 log10

E(s)
E(n)

where M is the sample size of the signal, s, n are the speech and
noise signals respectively,
E(s) is the total energy of the speech

signal (i.e. E(s) = m s2 [m]) and E(n) is the total energy of
the noise.
For the rest of this work we will assume that the sources of
speech and noise are independent, and the noise is additive, i.e.
x[m] = s[m] + n[m]. Moreover, we will assume that both the
speech and noise signal are zero-mean. Under these assumptions, SNR can be expressed as:
SNR = 10 log10

E(x) − E(n)
E(n)

Therefore, once we have measurements of the energies E(x)
and E(n), we can estimate the SNR. A SAD algorithm could be
used to detect regions in the signal without speech and estimate
E(n), however the analysis in [14] shows that SAD methods require fine tuning depending on channel noise conditions, which
could be highly variable and diverse.
For this reason, we employ features that give information
about speech presence in the signal without requiring explicit
SAD. We measure the energy of such region pairs (regions of
speech presence and absence) and get approximate ranked energy measurements for E(x) and E(n), from which we calculate
the SNR.
In this fashion, we create multiple energy ratios by choosing
different region pairs. We build a regression model based on
these pairs of energy ratios, which yields our final SNR estimation. This process is noise dependent, thus we have different
regression models for different types of noise.
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Although, we also present a noise independent method for
SNR estimation, in practice there are cases where the noise
conditions are known (e.g. tank noise, jet cockpit noise, etc), and
such knowledge could be used. Thus, noise dependent methods
can be useful in many real life applications. The NOISEX92 database [26] contains examples of different environmental
noise conditions which we used to train regression models for
fifteen different types of noise.
Nevertheless, in many situations the details of the kind of
noise that corrupts the speech signal is unknown. In these scenarios we cannot simply apply one of our regression models
to estimate the SNR since different noise conditions result in
different regression models (e.g. the coefficients of the White
noise model are different from those of the Machine Gun noise
model, since the former is an example of stationary noise while
the latter is impulsive noise).
In [27] we presented a procedure to estimate the SNR in unknown noise conditions based on Mel-frequency cepstral coefficients (MFCCs) and the K-Nearest Neighbour algorithm
(KNN). This technique performed well when the “unknown”
noise had similar characteristics with the one used to train the
KNN but had poor generalization properties due to the sensitivity of MFCCs to noise.
In this work, when the noise type is unknown we use a DNN to
match the “closest” noise type and then use the regression model
corresponding to that type to obtain the SNR estimate. The DNN
is trained with a combination of features that distinguish the
types of noise. Our experiments show that the model chosen by
the DNN yields good SNR estimations in the unknown noise
type scenario.
In the following section, we will describe how we construct
the “soft” SNR estimators from our feature set, and the two
modalities of our method (known noise type and unknown
noise type).
IV. FEATURES
In this section we present the features used to create the “soft”
SNR estimators from which we train the regression models that
yield the final SNR estimation.

where w(k), 0 ≤ k < Nw is the short-time window, Nw is the
frame length, Nsh is the frame shift duration (in samples), and
Y (n, fj ) is the short-time Fourier transform (STFT) at frequency fj , computed for the nth frame.
Since transition of energy values can be abrupt, we apply a
simple moving average window to smooth the long-term energy.
Let Sm (·) be a simple moving average window operator of
window length m, then we can get a “smoothed” version of the
long term energy of a signal y as E(y) = Sm (Ey ). In order to
balance between retaining the original information of the signal,
and getting robust measurements of the energy regions, we try
smoothing windows of different lengths.
For every window length we compute an energy measurement, E(x), in the following manner: First, we calculate the
smoothed long-term energy in each time frame and sort the values, then we pick two percentile values (e.g. 90% and 95%) that
correspond to percentage values of the total energy, and calculate the average long-term energy of the frames that fall in that
region. The reason we chose percentile values is that signals can
be of arbitrary length and speech boundaries are unknown.
We repeat the same procedure for two different percentile values (e.g. 10% and 15%). Finally, we build a regressor for every
triplet of smoothing window length, and energy measurements.
This regressor can be expressed as:
a−b,c−d
= 10 log10
lm

f j ∈F

where Sy (n, fj ) is the spectrum at frame n and frequency bin
fj , F is the the set of frequency bins, and |F | is the cardinality
of F . Sy (n, fj ) is computed as:
Sy (n, fj ) = |Y (n, fj )|2
N w +(n −1)N s h

Y (n, fj ) =



l=(n −1)N s h +1

w(l − (n − 1)Nsh − 1)y(l)e−2iπ f j l

E c−d (x) − E a−b (x)
E a−b (x)

(1)

In this “overloaded” notation m stands for the length of
the smoothing window, a, b, c, d are the percentile values, and
E c−d (x), E a−b (x) are energy measurements based on their respective percentile values.
B. Long-Term Signal Variability
The second feature we use to create our regressors is LongTerm Signal Variability (LTSV). LTSV was proposed in [28]
and is a way of measuring the degree of non-stationarity in a
signal by measuring the entropy of the normalized short-time
spectrum at every frequency over consecutive frames. LTSV is
computed using the last R frames of the observed signal x with
respect to the current frame of interest r:

A. Long-Term Energy
Since SNR is a ratio of energies, our first feature will be the
long-term energy calculated in each frame (the average energy
in each frame). The average energy in each frame n of the signal
y can be found by
1 
Sy (n, fj )
Ey (n) =
|F |

2497

L(r) 

K
2
1 
ξi (r) − ξ(r)
K i=1

ξ(r) =

K
1 
ξi (r)
K i=1
r


S(n, fi )
p=r −R +1 S(p, fi )
n =r −R +1


S(n, fi )
× log r
p=r −R +1 S(p, fi )

ξi (r)  −

r

where S(n, fi ) is the short time spectrum computed for the nth
frame over i = 1, . . . , K frequency bins, and R is the analysis
window. Hence, for every short time spectrum frame n, we have
a corresponding LTSV frame r. Regardless of the noise type that

2498

IEEE/ACM TRANSACTIONS ON AUDIO, SPEECH, AND LANGUAGE PROCESSING, VOL. 24, NO. 12, DECEMBER 2016

corrupts the signal, we expect higher LTSV values in speech
regions because speech itself is inherently non-stationary.
Using LTSV, we create the second set of regressors in a similar manner as described in the previous section. First, we apply a simple moving average smoothing window on both the
LTSV values and the energy of the signal (to smooth regions
with abrupt transitions) and sort the smoothed LTSV. Then, we
choose a window defined by two percentile values (e.g. 90%
and 95%) of the highest LTSV values and find all the frames
that fall in that range. Finally, we compute the energy of the
LTSV frames of that window and take a measurement of E(x)
based on those. Using the same method, we compute the energy
in a different window of LTSV values. We use these energy
measurements to form a regressor as:
a−b,c−d
= 10 log10
vm
,k ,R

E(ξ c−d (x)) − E(ξ a−b (x))
E(ξ a−b (x))

(2)

where m, k, are the lengths of the smoothing windows for the
energy and LTSV respectively, the set a, b, c, d are the percentile
values that define the windows and R is the analysis window.
The expression E(ξ c−d (x)) stands for the energy measurement
through the LTSV feature. In other words, it is the estimation of
energy based on the frames that fall into the c%-d% region of
the sorted LTSV.
C. Pitch
Pitch is another feature we employ for constructing regressors for our models. Through pitch detection we can distinguish
the speech regions of the signal and then exploit this information to create additional regressors for our models. We use the
openSMILE software [29] to detect the pitch regions of the
signal. Since pitch transitions are abrupt (e.g., due to unvoiced
regions), we smooth the outcome of pitch detection by applying
median filtering.
The pitch based regressors are formulated in a similar fashion
to those constructed from LTSV. We first apply smoothing windows to both the energy and the pitch frames. Then, we choose a
window defined by two percentile values (e.g. 90% and 95%) of
the highest pitch values, and find all the frames that fall in that
window. Finally, we compute the energy of those frames. By
choosing two different percentile values we take another energy
measurement and then form the regressor as:
= 10 log10
pa−b,c−d
m ,k

E(f c−d (x)) − E(f a−b (x))
E(f a−b (x))

(3)

where m, k, are the lengths of the smoothing windows for the
energy and pitch respectively, while the values a, b, c, d are the
percentile values that define the windows. Finally, E(f c−d (x))
is the energy measurement based on the frames where c% to d%
of pitch is concentrated.
D. Voicing Probability
The final measure we employ to identify speech regions is the
voicing probability [30]. Voicing probability assigns a value in
every time frame that denotes the probability that speech exists

in that frame. We calculate the voicing probability of each frame
in the signal using the openSMILE software [29].
We create regressors based on voicing probability using the
methodology described in the two previous sections. These regressors can be expressed as:
= 10 log10
ca−b,c−d
m ,k

E(g c−d (x)) − E(g a−b (x))
E(g a−b (x))

(4)

where m, k, are the lengths of the smoothing windows for the
energy and the voicing probability respectively. The values a, b,
c, d are the percentile values that define the windows. Similar to
the previous cases, E(g c−d (x)) is the measurement of energy
based on the frames where c% to d% of voicing probability is
ranked.
V. SYSTEM DESCRIPTION
Once we have collected our various regressors, each with its
own accuracy depending on the type of noise that corrupts the
signal, we can calculate the final SNR estimate of the signal.
We estimate SNR under two different scenarios: known and
unknown noise conditions.
A. Known Noise Case
In this scenario, we assume we know the type of noise that alters the speech signal. Hence, we can create a regression model,
which will take into account all the estimations (see eq. (1)–
(4)) based on the features described in the previous section and
weight them accordingly. The independent variable in this regression model will be our final SNR estimation SN Rf , based
on the formula:

SN
Rf = αT · l + β T · v + γ T · p + δ T · c

(5)

where l, v, p, c are vectors of the regressors calculated from
equations (1) to (4) respectively, α, β, γ, δ are vectors of regression coefficients, · denotes dot product, and xT is the transpose
of vector x.
Notice that the regressors in our model are not the features
themselves (e.g. raw energy, raw pitch, etc). Since the relation
between the features we used and the global SNR is nonlinear, a linear regression model would perform poorly in this
case. On the other hand, the log ratios (eq. (1)–(4)) which act
as the regressors will have a linear relationship with the independent variable which is the true SNR. Moreover, as long as
some of the regressors provide relatively accurate estimates, the
model will yield an accurate final SNR estimate by adjusting the
coefficients.
The key idea behind our approach is that by studying the
effects of noise on different aspects of the speech signal we
can gather information about its impact on them. This in turn,
enables us to create a valid global SNR estimation method.
Utilizing this insight we create a regression model for every
type of noise that we examine.
Our method differs from others in the literature because it does
not rely on specific characteristics of noise (e.g. stationarity).
Hence, it can be easily be applied to any channel condition. In many real-life situations it is feasible to gather noise
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measurements (e.g. car interior noise, jet cockpit noise, etc).
However, there are also scenarios where we do not know the
type of noise that corrupts the speech signal. In the following
section we present how our system handles such scenarios.
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TABLE I
TYPES OF NOISE FOR WHICH WE HAVE CREATED REGRESSION
MODELS FOR GLOBAL SNR ESTIMATION

B. Unknown Noise Case
Information about the type of noise that corrupts the signal
may not be always available. Therefore, we also developed a
procedure to estimate SNR with no prior knowledge of the
channel noise conditions.
Since we do not know the noise conditions beforehand we
cannot use directly the noise specific regression model to estimate the SNR. A simple approach would be to estimate the
SNR using every regression model at our disposal and take
the average; however this approach could lead to an inaccurate
estimate, e.g. if the bulk of the regression models are derived
from stationary types of noise and the test signal is corrupted by
impulsive noise.
An alternative approach would be to detect the type of noise
in the channel, and then use the appropriate regression model for
SNR estimation. This method is more robust, since it uses only
the appropriate regression model. Eamdeelerd and Songwatana
in [31] use Bark scale features to train a KNN classifier to find
the type of noise that alters a speech signal, while in [27] we
follow a similar approach using MFCC features.
Both these methods provided good results when the test signal’s noise was included in the KNN noise set, however they had
poor generalization properties due to the sensitivity of MFCC
and Bark scale features to noise conditions. They perform poorly
when the test signal was altered by noise which was not part of
the “training” set.
To overcome the shortcomings of the previous methods,
we implemented a noise selection scheme based on a DNN
classifier. In this method, the DNN makes a decision about
which regression model will be used and the SNR is estimated
based on that model. This scheme yields good results even
when the noise that corrupts the signal is not part of the DNN
training set.
Since the regression models were trained using percentile values of different features, we used a similar feature set to train
the DNN. In order to train the DNN, we used files corrupted
by various types of noise at different SNR levels. From every
file we extracted percentile values of the long term energy (i.e.
the values at 5%, 10%, etc), LTSV, pitch, and voicing probability. Moreover, we split the spectrum into eight sub-bands and
calculated the average energy and LTSV in the subbands and
extracted percentile values of the long-term energy and LTSV
in every subband. We did not calculate pitch and voicing probability in the subband level since they did not add sufficient
information as revealed by our initial experiments.
VI. SYSTEM TRAINING
In this section, we describe the setup of our system. We examine the performance of our method in both scenarios (known
and unknown types of noise) and compare our method with
other global SNR estimation methods.

TABLE II
PERCENTILE VALUES THAT DEFINE MEASUREMENT
WINDOWS IN EQUATIONS (1)–(4)

Long Term Energy and
Long Term Signal Variability

Pitch and Voicing Probability

a

b

c

d

85%
80%
5%
10%

95%
90%
15%
20%

5%
10%
85%
80%

15%
20%
95%
90%

85%
80%
75%
5%
10%
15%

95%
90%
85%
15%
20%
25%

5%
10%
15%
85%
80%
75%

15%
20%
25%
95%
90%
85%

A. Noise Dependent Regression Model Training
We created regression models for fifteen noise types from the
NOISEX-92 database (see Table I).
To train a noise-specific regression model we used 1680 files
from the TIMIT Database sampled at 16 KHz. In every file we
introduced silence periods randomly selected between 3 and 10 s
to create signals with unknown speech boundaries. Following
that, we added each aforementioned noise at six SNR levels
(−5 dB, 0 dB, 5 dB,10 dB, 15 dB, 20 dB), resulting in a total of
10080 training files. For each one of the 10080 files we extracted
the features described in Section IV and formed the regressors
defined by equations (1)–(4).
To form the long term energy regressors (eq. (1)) we first
find the energy in windows of 25 ms with a 10ms shift (using
a hamming window in the original signal). These regressors
parametrized by the length of the smoothing window and the
percentile values that define the measurement windows. The
smoothing window length (parameter m in eq. (1)) ranges from
5 frames to 30 frames with a step of 5 while the percentile values
(parameters a, b, c, d) are presented in Table II.
In the case of LTSV regressors, we first compute the short
time spectrum using a hamming window of 25 ms length with
a 10 ms shift and find the energy in each frame. We tried three
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different lengths of windows for energy smoothing (parameter
m in Eq. (2)): 10, 20, and 30 frames. Then, we extract different
sets of LTSV features using different analysis windows (parameter R in 2), over 10, 15, and 20 energy frames. We applied six
different window lengths for LTSV smoothing (parameter k in
2), from 5 to 30 with a step of 5 LTSV frames. We compute E(x)
using the measurement windows defined defined the quadruple
a, b, c, d, presented in Table II.
Finally, we produce measurements of pitch and voicing probability in windows of 50 ms with a 10 ms shift. We used six
different window lengths (parameter k in eq. (3), (4)) to smooth
pitch and voicing probability, from 5 to 30 with a step of 5
pitch/voicing probability frames. Energy is computed in 25 ms
windows with a 10 ms shift, and we smooth the energy frames
by applying a moving average window of 10 frames. The percentile values a, b, c, d that define the measurement windows
are presented in Table II.
Through this parametrization we created 312 regressors
(24 from long-term energy, 216 from LTSV, 36 from pitch and
36 from voicing). We trained every regression model (eq. (5))
with ordinary least squares.
The specific parametrization values are the result of both design and experimental investigation. We used multiple window
lengths for smoothing in an effort to maintain the information
of the features but also provide robust estimates. Moreover,
the values we chose for a, b, c, d are able to indicate speech and
non-speech regions in the signal. Depending on the type of noise
some regressors give more accurate estimates than others, e.g.
the regressors that give accurate estimates in stationary types
of noise do not perform well in impulsive types and vice versa.
However, in every noise case the regression model will learn
which regressors perform better and the regression coefficients
will be trained accordingly.
B. DNN Training for Noise-Model Selection
As we discussed in Section V-B, when the channel conditions
are unknown we use a DNN to decide which regression model
will be applied to estimate the SNR.
The work in [31] addresses the problem of noise classification
in speech signals using Bark Scale features and a KNN classifier,
and we followed a similar approach in [27]. This is a classic
pattern classification task, thus the tested signal is corrupted by
one of the noises that their system was trained on. The problem
with this approach arises when the signal is corrupted by a type
of noise that the system was not trained on. Although examples
can be found when this approach provides satisfactory results
(e.g. in [27] when our system, which is trained without signals
corrupted by High Frequency Noise, encounters a signal altered
by High Frequency noise it uses the regression model for white
noise) in general it has poor generalization properties due to
the sensitivity of Bark Scale features and MFCCs to noise. To
overcome these issues we use a DNN for model selection.
To train the DNN we used 1680 speech files from the TIMIT
database. To each file we added silence periods randomly selected between 3 and 10 s to create signals with unknown speech
boundaries, as well as different types of noise (see Table I) at
six SNR levels (from −5 dB to 20 dB with a step size of 5dB).

Notice that this training set differs from the one we used in the
regression models, because of the random silence periods and
the randomness of noise. In our setup the DNN has two hidden
layers with 392 neurons on the first layer and 198 neurons on
the second, while the output neurons are triggered by a softmax
function.
In order to test the robustness of our scheme we followed a
noise leave-one-out cross-validation approach. We excluded all
the files that were corrupted by a particular type of noise out of
the training set and repeated this procedure for all the noise types
listed in Table I. Thus, when the input to our system is a signal
corrupted by a specific type of noise (e.g. white noise) the DNN
will not choose the regression model trained on signals altered
by white noise, instead will choose another “similar” one. Under
this training procedure our DNNs are trained by 141120 samples
(1680 files × 14 types of noise × 6 SNR levels).
Moreover, from every training file we extract the following
feature set. We calculate the average long term energy, three
“versions” of LTSV (using three analysis windows 10, 15, and
20 frames), pitch, and voicing probability and take the percentile values of those quantities from 0 to 100 with a step of 5.
Furthermore, we split the spectrum into eight frequency bands,
calculate the average energy, and LTSV (using an analysis windows of 10 frames) in each band and find percentile values of
these quantities from 0 to 100 with a 5 step.
At this point we want to emphasize that noise selection per
se is not our goal, instead the task here is to choose a regression
model that will provide the most accurate SNR estimation. This
is the reason that the training of regression models, and DNN
uses different transforms of the same feature set. Although at this
point we do not have theoretical results to justify this scheme,
our idea is backed up by the experimental results presented in
the next section.
VII. EXPERIMENTAL RESULTS
To test the performance of our system in both known and
unknown noise scenarios we used 150 files (ensuring there is no
overlap between training and test files). In each of these files we
added silence periods randomly selected to be between 3 and
10 seconds to create signals with unknown speech boundaries
and noise at six SNR levels (from −5 dB to 20 dB with a step
size of 5 dB). We compared our proposed method against the
Waveform Amplitude Distribution Analysis (WADA) method
[13] and the NIST SNR [22] method.
A. Performance Under Known Noise Conditions
In the first set of experiments we assume we know the noise
conditions in the channel and use the appropriate regression
model. For each type of noise we use 900 test files (150 files
× 6 SNR levels) to measure the mean absolute error for every
SNR level, as well as the average mean absolute error of the
estimation across all SNR levels.
First, we wanted to check the validity of every batch of regressors. To that end, we built regression models consisting
only of regressors coming from a single feature set and compare
their performance with the regression model using regressors
from all the features. The performance is tested in terms of the
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TABLE III
SNR MEAN ABSOLUTE ERROR OF MODELS USING REGRESSORS
FROM DIFFERENT FEATURE SETS
Type of Noise

White
Babble Speech
Car Interior
Tank
Factory Floor 1
Destroyer Engine
Machine Gun

Feature Set
Energy

LTSV

Pitch

Voic. Pr.

Complete

0.9585
1.8564
2.0409
1.1419
2.1733
1.3699
2.4279

1.0465
2.0590
2.2384
1.5214
2.7141
1.6465
2.9887

1.3469
2.0326
2.2292
1.4487
2.3220
1.6923
2.8907

0.9044
3.2018
2.0518
1.1838
2.2733
2.4037
2.5444

0.5702
1.6693
1.5543
0.9452
1.8493
1.2099
1.9333

Fig. 1. Average mean absolute error computed for every noise model. Rows
denote the test conditions, while columns denote the noise dependent regression
model. We use the mark “X” to denote high error. For example, using machine
gun model to estimate the SNR of utterances corrupted by white noise fails to
provide meaningful results.

estimation mean absolute error across all SNR levels. Although
we checked the validity of the regressors for all the models, in
Table III we present the results only for some types due to space
limitations.
For each noise type, the model that estimates the SNR using
only energy regressors outperforms those that use only regressors from any other feature set. On the other hand, the performance of the models that use regressors only from LTSV, Pitch,
or Voicing Probability varies depending on the noise conditions.
Moreover, we tested the performance of models using regressors from combinations of two and three feature sets, however
in every case the model that uses regressors from the complete
feature set outperforms the others.
As shown in Fig. 1, we compare the performance of every
noise specific model on every other noise condition. Every row
of Fig. 1 stands for signals corrupted by the annotated noise
and every column stands for the noise dependent model. We
observe that in every case the model corresponding to the actual
conditions that corrupt the signal gives the best overall performance. Additionally, the machine gun model is not suitable
for other noise conditions. This is attributed to its impulsive
characteristics, separating it from the rest of the noise pool.
Notice however that in many cases there are other models that
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give comparable satisfactory results. Our second set of experiments (SNR estimation on unknown noise conditions) is going
to exploit this fact.
Next, we compare our method with WADA and NIST. For
each type of noise we estimated the SNR for 900 test files (150
files × 6 SNR levels). The mean absolute error of the estimation
for all noises and SNR levels is shown in Fig. 2. It is clear that
our method outperforms WADA and NIST SNR for every type
of noise, not only on average but for every dB level as well
(see Fig. 4). Especially in cases where stationary assumptions
fail (e.g. Machine Gun noise) our method still provides accurate
estimation (see Figs. 2, 4), which demonstrates its generalization
properties. In babble speech noise, WADA performs better than
our model when SNR is at 0 dB (see Figs. 3, 4). The reason
is that pitch and voicing probability regressors underperform in
this noise condition which resembles speech, especially when
the energy of speech is the same with the energy of noise.
However, the average mean absolute error for all SNR levels is
lower in our system.
Since the average duration of TIMIT files is approximately
3 s, we examine the behaviour of our models on utterances of
increased duration and compare it with WADA. The increased
duration signals were created by concatenating TIMIT utterances and smoothing the transitions between them. In Fig. 5 we
present the performance for a subset of the models for clearer
demonstration (although the results were similar across all the
models). We observe that WADA seems to improve its performance for longer utterances, while the performance of our
models remains consistent across different utterance lengths.
Our method provides better results across all durations. NIST
SNR was omitted from the comparison since it failed to provide
results for longer utterances.
Furthermore, we study the performance of the models for different silence periods. The models were trained inserting silence
periods in the signals randomly from 3 to 10 s as described in
Section VI-A to simulate signals with unknown speech boundaries. In this set of experiments, we examine the performance
of our models in TIMIT utterances inserting pre-determined
lengths of non-speech segments. In Fig. 6, we show our findings for a subset of models for better presentation (altough our
experiments showed similar results across all models). In all
our experiments NIST SNR estimates were worse than those
from WADA, and by extension our models, and thus we do not
present its performance. Notice that WADA performs better for
smaller non speech segments, while deteriorates significantly
as the duration of non speech segments increases. On the other
hand, our models outperform WADA in all cases except those
without silence regions (0 duration of non-speech segment). In
Table IV, we examine the performance of Car Interior model
on signals without silence regions on individual SNR levels.
We observe that performance deteriorates for high SNR values. This is to be expected, since our features and models were
designed to distinguish speech from non-speech regions in the
signal. Our features were designed to operate in real life applications, we cannot have exact speech boundaries, speech is more
fluent – even the NIST SAD evaluation takes into account
some seconds of silence at the beginning and end of speech regions. We remind that both the experiments based on utterance

2502

IEEE/ACM TRANSACTIONS ON AUDIO, SPEECH, AND LANGUAGE PROCESSING, VOL. 24, NO. 12, DECEMBER 2016

Fig. 2. Average mean absolute SNR estimation error across all dB levels for all the channel conditions. “Regr” refers to the assumed known channel conditions
case, where we can apply the noise-specific regression model in a straightforward manner to estimate the SNR. On the other hand, “DNN” refers to the case of
unknown channel conditions, where a DNN chooses the “appropriate” regression model. “WADA” [13] and “NIST” [22] are SNR estimation methods we compare
against. When the channel conditions are assumed known our method (“Regr”) outperforms all the others, while when they are unknown our method (“DNN”)
provides better results in all cases but car interior, and babble speech noise types.

Fig. 3. Mean absolute error for different types of noise. “D” and “R” represent our method for unknown and known channel conditions respectively, while “W”
and “N” stand for WADA and NIST SNR. Darker colors denote lower values for the mean absolute error.

Fig. 4. Mean absolute error for different dB levels of SNR. “D” and “R” represent our method for unknown and known channel conditions respectively, while
“W” and “N” stand for WADA and NIST SNR. Darker colors denote lower values for the Mean Absolute Error. Machine Gun noise is not included here since the
error of WADA and NIST in every dB level is not comparable with those of our method.
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Fig. 5. Mean absolute error estimation for utterances of various lengths, assuming we know the type of noise that corrupts the signal.

Fig. 7. Mean absolute error for SNR estimation of signals corrupted by Destroyer Engine Room noise. First the DNN model has only one model to choose
from (Tank noise), then the DNN can choose between the models for Tank and
Military Vehicle and so on.

B. Performance Under Unknown Noise Conditions

Fig. 6. Mean absolute error estimation for utterances of various durations of
non speech segments, assuming we know the type of noise that corrupts the
signal.

TABLE IV
SNR MEAN ABSOLUTE ERROR OF CAR INTERIOR MODEL IN CASES OF
SIGNALS WITHOUT SILENCE COMPONENT
SNR

−5

0

5

10

15

20

MAE

2.453

2.237

2.047

3.493

6.787

10.858

duration and non-speech segment duration were performed using our initial models. If prior knowledge were available about
utterance duration, etc, one could tailor the models to those
conditions, to improve the performance.

In our second set of experiments we assume that the channel
conditions are not known. Thus, we do not know a priori which
regression model to use. This decision is made by employing a
DNN. To test the performance we again use 900 test files. For
each file the DNN is used to decide which regression model to
use and then the SNR is estimated according to that model.
In order to test the performance under unknown noise conditions, we follow a leave-one-out method. For example, when
we test files corrupted by white noise the DNN is trained by
the remaining set, thus the DNN cannot choose the regression
model for white noise (Section VI-B).
Comparing the results of our method in the known noise and
unknown noise case, we notice that the average mean absolute
error is smaller for every type of noise, when we have a-priori
knowledge about channel conditions (see Fig. 2). Of course this
is expected, since in this scenario we can use the appropriate regression model in a straightforward fashion, while in the second
case the DNN chooses another model to estimate the SNR.
Moreover, we compare the performance of our method with
WADA and NIST SNR. In Fig. 2, we show that for all noise
types, with the exception of car interior noise and babble speech
noise, our method produces a smaller average mean absolute
error, compared to the other methods. This is attributed to the
fact that we used a wide variety of noises to train the DNN.
If we reduce the pool of noises (which in turn will reduce
the number of “similar” noises) and let the DNN to choose
amongst fewer models the performance of our scheme would
suffer (see Fig. 7). However, for the setup we followed our
method provides accurate SNR estimation under unknown noise
conditions.
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Fig. 8. Mean absolute error estimation for utterances of various lengths, assuming we have not prior knowledge about the type of noise that corrupts the
signal.

Fig. 9. Mean absolute error estimation for utterances of various durations of
non speech segments, assuming we have not prior knowledge about the type of
noise that corrupts the signal.

From Fig. 7, we observe that the DNN chooses an appropriate
model for SNR estimation as long as it has a diverse pool of
models to choose from. On the other hand, the DNN does not
choose the model that would minimize SNR estimation, instead
it chooses a noise type that is “similar” to the noise that corrupts
the input signal. Since noise similarity is not well studied in
literature, it is important to understand this mechanism, since
it can benefit many algorithms that are tuned for specific noise
conditions.
Furthermore, we repeated the experiments based on utterance
length and duration of non speech segments and are presented
in Figs. 8 and 9 respectively. In both experiments we observe
a similar pattern with those performed when the noise that corrupted the signals was known. For increased utterance duration (Fig. 8), WADA seems to improve as utterance duration

Fig. 10. Mean absolute error for SNR estimation of WSJ utterances corrupted
by DEMAND noises. The DNN model can choose any of the 15 models created
from the NOISEX-92 database.

increases, while our system remains fairly constant. Notice that
in this case, we do not use the “oracle” noise model but the DNN
chooses which model to use, since we assume we do not have
prior knowledge about the type of noise that corrupts the signal.
In the second experiment (Fig. 9) we observe that WADA
deteriorates as the duration of non-speech segment increases.
On the other hand, our system performs better than WADA in
all cases except those that the duration of non speech segments
is 0 s. This behaviour is similar to the case when we assume
we know the type of noise that corrupts the signal (Fig. 6). Our
features and models were designed to distinguish speech from
non-speech regions in the signal, since in real life applications
we cannot have exact speech boundaries. We remind that in this
experiment we assume we do not know the type of noise that
corrupts the signal.
Since our system was evaluated on the NOISEX-92 database
and TIMIT utterances, from which the former is biased toward
military-machine noise while the latter shares the recording
conditions of our training set, we need to examine how well
our system will generalize in new conditions. To that end, we
designed an experiment where we corrupt speech utterances
from the Wall Street Journal (WSJ) corpus with noises from the
DEMAND noise database, [32]. In this case, our DNN is able
to choose any of the 15 models corresponding to the NOISEX92 noise conditions. We used 150 utterances from the WSJ
which we corrupted with DEMAND noises at 6 different SNR
levels. We compare our approach with WADA (NIST SNR was
not compared in this experiment since it was not providing
meaningful results) and present the results in Fig. 10.
Our system outperforms WADA for all the cases we tested.
However, comparing the results of Figs. 2 and 10 we observe
that the system performs better on signals corrupted by noises of
the NOISEX-92 database. The reason for this difference is that
the NOISEX-92 database is biased towards military-machine
types of noise, thus the model chosen by the DNN is going to be
a better match for the noise that corrupts the signal. To confirm
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TABLE V
SNR MEAN ABSOLUTE ERROR OF REGRESSION MODELS ON WSJ
UTTERANCES CORRUPTED BY TMETRO NOISE
Type of Noise

MAE

Type of Noise

MAE

White
Babble Speech
Car Interior
Tank
Factory Floor 1
Destr. Eng. Room
Jet Cockpit 1
F16 Cockpit

4.90
4.82
4.96
4.86
5.20
5.01
5.58
8.07

Pink
Machine Gun
Mil. Vehicle
High Freq.
Factory Floor 2
Destr. Op. Room
Jet Cockpit 1
TMetro

4.79
262.34
4.88
4.93
4.91
4.97
6.60
3.17

this claim we tested the perfromance of individual models on
utterances corrupted by the TMetro noise and report the results
on Table V.
We notice that the performance of every individual model
from the NOISEX-92 database fails to give accurate results (in
most cases the error is close to 5 dB). However, a model trained
with TIMIT utterances corrupted by TMetro noise yields the
best result. This means that the performance of our system could
be improved if the noise pool was expanded to include similar
noise types.
VIII. CONCLUSIONS AND FUTURE RESEARCH
We proposed a method for estimating the global SNR by
studying the effect of particular noise types on speech signals. We designed two modalities for our system for known
and unknown noise conditions and compared the performance
of each with two other baseline methods (WADA, NIST SNR).
We showed that our method in both scenarios outperforms the
others across a variety of different noise types. We want to draw
attention to the fact, that our method can be considered as “noiseindependent” since it does not make explicit assumptions about
the type of noise that corrupts the speech signal.
This “noise-independence” property is the reason of the enhanced performance of our method. Instead of forcing the system to handle a specific family of noise types, we allow it to
adjust accordingly to channel conditions. In particular, the system accurately estimates the SNR when the signal is corrupted
by either stationary (e.g. white) or impulsive noise (e.g. Machine
Gun).
However, there were cases that other methods provided better
results than our method, due to some feature underperforming or
model mismatch. It is easier to identify cases of feature underperformance when the channel conditions are assumed known.
For example, in the case of babble speech noise where the regressors from pitch and voicing probability do not perform well
(see Fig. 4), thus our method provides worst results at 0 dB. On
the other hand, model mismatch occurs when channel conditions are assumed unknown. In this case, the model the DNN
chooses to estimate the SNR might be a poor fit (e.g. see Car
Interior noise in Fig. 3).
To overcome these shortcomings our future research efforts
will focus on two aspects. First, we will explore more features
that can distinguish amongst different SNR levels, and thus enhance the performance of the regression models which yield
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the SNR estimation. Incorporating new features, can be done in
straightforward manner by training models with more regressors. However, if additional features are a poor fit for linear
regression models, we will have to investigate other non-linear
modelling schemes.
In order to address model mismatch, it is important to understand the mechanism based on which these model-based
grouping occurs. Establishing a robust metric to compare noise
“similarity” can benefit the model selection stage leading to
better SNR estimation. Once we have a reliable way to compare channel conditions we can introduce new noise types to
the system to diversify the “pool” of models. Finally, with the
increasing demand of speech technology applications operating
under a variety of real-life conditions, such a method could benefit other applications that require tuning for specific channel
conditions (e.g. co-clustering of speakers and noise conditions,
denoising, ASR, SAD, etc).
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