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Speech-relevant effects

• Task effects

• Pre-shapes and probability

• Two-layer fields and inhibition

• Speech errors

2
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Selection decisions in the 
laboratory

most experiments in cognition entail 
selection decisions! 

in most of these paradigms an imperative 
signal uniquely specifies the “correct” 
response 

what is varied is e.g. 

the nature of the imperative stimulus 

the task set

experience with the task 
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Task set
examples: number or probability of choices, 
perceptual quality of imperative stimulus, difficulty of 
the match between imperative stimulus and learned 
category … 

the task set is known to the participant prior to the 
presentation of the imperative signal

by instruction

by perceptual layout

by learning 

=> task set “preshapes” the underlying 
representations (pre=before the selection decision)
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Task set as “preshape”
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Reaction time (RT) paradigm

time

imperative 
signal=
go signal

response

RT

task set
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Hick’s law

RT increases with the 
number of choices
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Metric effect

predict faster response 
times for metrically close 
than for metrically far 
choices
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Metric effect: 
experiment

[McDowell, Jeka, Schöner ]



Probability Effect
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Naming time (Krause & Kawamoto, 2020)

• RT  to name a word presented on the screen.

• Word presented 350 ms after trial onset.

• homogeneous vs. heterogeneous blocks with respect to initial C. 

12

nested the simple main effects of this interaction underneath. We
have reported pairwise comparisons in the form alveolar – bilabial.

The patterns in Table 3 are consistent with our predictions. The
context ! place interaction was reliable at all four frames. At
Frames "11, 0, and 6, this interaction arose because alveolars had
larger vertical lip apertures than bilabials in the homogeneous
context, while being statistically indiscriminable in the heteroge-
neous context. At Frame 9, although the alveolar-bilabial contrast
was larger in the homogeneous context, it had appeared by that
time in the heterogeneous context as well.

Between-participants variability in articulatory trajectories.
Figure 1 depicts a fair amount of between-participants variability.
The key theoretical issue is whether, in the homogeneous context,
participants consistently show relatively larger vertical lip aper-
tures on alveolar trials than bilabial ones. Figure 1 somewhat
obfuscates this point because it is sensitive to between-participants

differences in baseline vertical lip aperture. By contrast, Figure 2
visualizes only differences, in a baseline-independent way. For
each participant, at each juncture, we computed the difference
across their alveolar mean and their bilabial mean. Most partici-
pants show the expected pattern: their alveolar mean minus their
bilabial mean is greater than zero in the homogeneous context,
going back to trial initiation.

Relating vertical lip aperture to acoustic onset. Because of
acoustic latency’s historic importance, some readers may desire a
clarification of its temporal relationship to vertical lip aperture. As
previously reviewed, this relationship is contextually fluid. To
highlight time course differences, Figure 3 aligns the lip aperture
trajectories to acoustic onset (Frame 0 is now acoustic onset,
Frame "1 is one frame preceding acoustic onset, etc.). It also
partitions the trajectories by manner of articulation. This is neces-
sary for undistorted alignment because for nasals, acoustic onset

Figure 1. Mean vertical lip aperture trajectories in Experiment 1. Each frame spans #33 ms. Latency is given
with respect to stimulus presentation (also denoted by the reference line). Error bars: $1 SEM (aggregated over
participant means).

Table 2
Summaries of Random Effects Structures and Standardized Effect Sizes for LMMs of Vertical Lip Aperture in Experiment 1

Random effects r2

Frame Participants Items Conditional Marginal

"11 Intercept % Context % Place Intercept % Context .549 .004
0 Intercept % Context % Place Intercept % Context .452 .003
6 Intercept % Context % Place Intercept % Context .493 .008
9 Intercept % Context % Place % C ! P % Correlations Intercept % Context % Correlations .532 .120
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long vowels, four each beginning with /m/, /p/, /n/, and /t/ and
shown in Table 1. We drew them from the English Lexicon
Database (Balota et al., 2007). Mean acoustic naming latencies, as
reported in that database, fell within the range of 571–689 ms.
Words of the same initial segment always had unique vowels and
codas.

Design. We performed all manipulation and analysis within
participants. We arranged experimental stimuli into both homoge-
neous and heterogeneous sets, such that every item was encoun-
tered in both homogeneous and heterogeneous contexts by all
participants. Each set included four items. We formed homoge-
neous sets from words with the same initial segment, for example,
mate, meal, mine, mood.

Heterogeneous sets included words with all four initial seg-
ments, for example, mate, pool, night, toad. There were four
unique homogeneous sets and four unique heterogeneous ones (see
Table 1). We constructed heterogeneous sets to minimize overlap
of vowels and codas where possible.

There were eight counterbalanced versions of the experiment.
Participants encountered all homogeneous sets in succession and
all heterogeneous sets in succession. Half of participants began
with their homogeneous sets and half with their heterogeneous
ones. The order in which unique sets appeared inside their homo-
geneous and heterogeneous groupings followed one of four differ-
ent patterns. (e.g., participants in Version 1A of the experiment
encountered their homogeneous sets in the order /p/¡/n/¡/m/¡/
t/, whereas participants in Version 2A received the order /n/¡/m/
¡/t/¡/p/.) After completing both homogeneous and heteroge-
neous groupings, the participant completed them again in a second
experimental block.

Each individual set began with a study phase, during which the
participant viewed a vertical list of all four words that would
appear in the set and read each aloud once for familiarization
purposes. The participant then proceeded through speeded naming
trials for individual items (as per Procedure, below). A set com-
prised a pool of 16 trials (four tokens of each word). To limit word
predictability, we randomized trial order with respect to the entire
token pool. However, we constrained randomization such that
participants never encountered two consecutive tokens of the same
word. After naming all 16 tokens, participants began the study
phase of the next set. In total, the experiment comprised 256 test
trials (128 per context).

Apparatus. A Pentium computer (Gateway, 2000, North
Sioux City, SD) using the RUNWORD software (Kello &
Kawamoto, 1998) controlled the experiment. The computer dis-
played the stimuli on a 22-in. Dell LCD monitor refreshing at 65
Hz and operating at 720 ! 480 pixel resolution. From where the
participant was seated, stimuli encompassed 1.1 to 2.5 degrees of
visual angle.

A SONY EXview HAD 480 TVL CCD lipstick camera re-
corded the video data. To minimize the effects of head movement
on the video data, we mounted the lipstick camera on a 1/2-in.-
wide L-shaped aluminum track bolted to the left side of a Wilson
adjustable batting helmet (model A5240), such that the camera was
approximately six inches directly in front of the participant’s lower
face. We recorded participants’ verbal responses using an Ikam
lavalier microphone attached next to the camera and amplified to
the proper level using a small Xenyx 302 USB mixer. We fitted a
second microphone, a Sennheiser HMD 410, around the top of the
helmet and plugged it into the experiment-control computer, al-
lowing RUNWORD to detect whether acoustic responses were
initiated under deadline.

We controlled video and audio capture with a Dell Optiplex
GX260 desktop computer running Windows XP, using Adobe
Premiere Pro 1.5 and an ADS PYRO A/V LinK IEEE1394a
high-quality analog to digital video converter. The computer cap-
tured digitized video at 29.97 frames/second and 720 ! 480 pixel
resolution, and captured digitized, dual channel stereo audio at 48
kHz. The timeline of the digitized video footage was synchronized
with the beginning and ending of each experimental trial using a
300-Hz tone and a 500-Hz tone, respectively. These tones were
recorded in a secondary audio channel inaudible to the participant.

Procedure. When a participant arrived, the experimenter ob-
tained informed consent and prepped the participant for lip-
tracking. This involved placing four dots of nontoxic face-paint
around the subject’s mouth: one adjacent to each outside corner,
one slightly above the midpoint of the upper lip, and one slightly
below the midpoint of the lower lip. Positioning of the two
vertically aligned middle points was such that changes in mouth
openness were reflected in corresponding changes to the vertical
distance separating the points.

The experimenter then directed the subject to sit in front of the
experiment-running computer, upon which a set of written instruc-
tions was displayed. These included the directive to name each
word quickly and accurately. The experimenter then placed and
adjusted the helmet apparatus, ensuring that all the lip-tracking
points were appropriately framed by the camera. The experimenter
then measured the separation of the upper-middle and lower-
middle dots while the mouth was comfortably closed, recording
this measurement for later use in determining lip separation in
real-world units. Subsequently, the experimenter monitored the
participant during the completion of two practice sets (one homo-
geneous, one heterogeneous), using different stimuli from the main
experiment.

Each trial was preceded by a “Ready?” prompt that remained
on-screen until the trial was initiated via a spacebar press. It was
then replaced by an asterisk (serving as a fixation point) for 100
milliseconds, followed by a blank screen (for 250 ms) and finally
the target word (for 350 ms). If the acoustic naming response was
not started within 1100 ms, the words “TOO SLOW” appeared on
the screen.

Results

Data preparation.
Acoustic data. Trained research assistants analyzed verbal

responses offline using a custom script for the PRAAT software
package (Boersma, 2001). The script automatically detected the

Table 1
Stimulus Words Used in Experiment 1, Shown in the
Heterogeneous Sets

Set 1 Set 2 Set 3 Set 4

mate mood meal mine
pool pave pout peace
night noun node noise
toad tire tube tail
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Word presented

Alveolar

Labial

In homogeneous trials,
• Pre-shape for initial C drives the 

motor system before full production 
begins

• Activation from pre-shape alone must 
be greater than threshold but reduced 
in activation compared to full 
production.



All-but-one trials
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Table 7 summarizes the fixed effects analyses performed on the
final vertical lip aperture models. As with Table 3, we have
emphasized the primary effect of theoretical interest, the three-way
interaction of congruence, context, and target configuration. For all
reliable interactions, simple effects (simple interactions and/or
simple-simple effects, as appropriate) are nested underneath. All
pairwise comparisons are reported in the form nonbilabial – bila-
bial.

At all four frames, the three-way interaction was present, such
that the two-way interaction between context and target configu-
ration was reliable in the congruent condition, but not in the
incongruent condition. On Frames !11, 0, and 6, the context "
target interaction in the congruent condition arose because nonbi-
labial trials saw larger vertical lip apertures than bilabial trials only
in the variable homogeneous context. On Frame 9, the context "
target interaction in the congruent condition reflected a differential
strength, across contexts, of the difference in vertical lip aperture

across targets; however, the difference in the heterogeneous con-
text was itself statistically reliable. Also note that, at Frame 9,
although the context " target interaction was not reliable in the
incongruent condition, the main effect of target configuration was
reliable in the incongruent condition (estimate: 1.91, SE # 0.41),
F(1, 23) # 21.62, p $ .001, 95% CI [1.06, 2.76].

Between-participants variability in trajectory differences.
We visualized individual differences in articulatory effects us-
ing the techniques introduced in Experiment 1. Figure 5 depicts
the differences in nonbilabial and bilabial means at each frame,
for each participant. Unsurprisingly, given the increase in task
complexity compared with Experiment 1, three participants
show clearly idiosyncratic response patterns. It is important to
note that although, as in Experiment 1, a minority of partici-
pants identified as male, the three concerning response patterns
belong to female participants, and therefore are not a conse-
quence of this disparity.

Figure 4. Mean vertical lip aperture trajectories in Experiment 2. Each frame spans %33 ms. Vertical reference
line denotes stimulus presentation. Error bars: &1 SEM (aggregated over each participant’s mean).

Table 6
Summaries of Random Effects Structures and Standardized Effect Sizes for LMMs of Vertical Lip Aperture in Experiment 2

Random effects r2

Frame Participants Items Conditional Marginal

!11 Intercept ' Context ' Target ' Correlations None .256 .003
0 Intercept ' Context ' Target Intercept .266 .007
6 Intercept ' Context ' Target None .300 .006
9 Intercept ' Context ' Target ' C " T ' Correlations Intercept ' Congruence ' Correlations .379 .147
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• Variable Homogeneous sets

• Congruent:

• mate  
mine  
mood  
boat

• Incongruent:

• tire  
tail 
toad 
boat

In variable homogeneous trials,
• pre-shape effect is still seen when 

outlier participants removed
• Effect is later and smaller than in the 

consistent experiment



Delay of Inhibitory effects
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input

input

saccadic 
end-point

targets

targets

saccadic 
end-point

activation field

activation fieldactivation
field

[after Kopecz, Schöner: Biol Cybern 73:49 (95)]

bistable

initial 
fixation

visual
targets

[after: Ottes et al., Vis. Res. 25:825 (85)]

Experimental paradigm
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Time course of selection decision
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[Wilimzig, Schneider, Schöner, Neural Networks 2006]
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Neural dynamic account? 

so far we assumed that a single population of 
activation variables has both the excitatory and the 
inhibitory coupling required to make peaks 
attractors 

HMQIRWMSR��\

PSGEP�I\GMXEXMSR��WXEFMPM^IW
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But: Dale’s law

every neuron forms only one type of synapse on the 
neurons it projects onto: either excitatory or 
inhibitory 

HMQIRWMSR��\

PSGEP�I\GMXEXMSR��WXEFMPM^IW
TIEOW�EKEMRWX�HIGE]

KPSFEP�MRLMFMXMSR��WXEFMPM^IW�
TIEOW�EKEMRWX�HMJJYWMSR

MRTYX

EGXMZEXMSR�JMIPH�Y�\

S�X�

X

this is not 
actually possible!
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Instead: 2-layer neural fields

inhibitory coupling is 
mediated by inhibitory 
interneurons that 

are excited by the excitatory layer

and in turn inhibit the excitatory 
layer 

 Dynamic Field Theory and Its Links to Neurophyisology !"

excitatory ones have started firing. The delayed 
onset of inhibition means that an external stimu-
lus may produce an initial overshoot of excitation, 
which then decreases as it is balanced by rising inhi-
bition. This gives rise to a phasic-tonic response 
behavior in the excitatory neurons (although it is 
not the only cause of this pattern).

In the DF model, this connectivity and the 
resulting effects on the activation time course 
can be replicated by introducing separate layers 
for the excitatory and inhibitory subpopulations 
(Figure# 3.13; see Box 3.5 for the formal descrip-
tion). The basic structure for the two-layer field is 
as follows:# The two layers, excitatory and inhibi-
tory, are defined over the same feature space and are 
both governed by differential equations similar to 
those used in one-layer DFs. In the version consid-
ered here, only the excitatory layer receives direct 
external input. Excitatory interactions are imple-
mented through connections of the excitatory layer 
onto itself, described by an interaction kernel (e.g., 
a Gaussian function). In addition, the excitatory 
layer also projects to and excites the inhibitory 
layer. These projections are topological; that is, a 
projection from any point along the feature space 
on the excitatory layer acts most strongly onto the 
same point in feature space on the inhibitory layer. 
The inhibitory layer, in turn, projects back to the 
excitatory layer in an inhibitory fashion (that is, it 
creates a negative input in that layer’s field equa-
tion). Within the inhibitory layer, there are typi-
cally no lateral interactions.

The projections between the two layers can be 
described by interaction kernels, just like the lateral 

interactions. Note that the effective spread of inhi-
bition is determined by properties of both the pro-
jection from the excitatory to the inhibitory layer 
and of the reverse projection. Let us assume, for 
instance, that all three projections in the two-layer 
field (from excitatory to excitatory, excitatory 
to inhibitory, and inhibitory to excitatory) are 
described by Gaussian kernels of the same width. 
Then the effective range of inhibition in the excit-
atory layer will be wider than the range of lateral 
excitation, because the inhibition is spread by two 
kernels instead of just one. In practice, the two-layer 
field is sometimes set up in such a way that the pro-
jection from the excitatory to the inhibitory field is 
purely local (point-to-point, without an interaction 
kernel). The kernel for the reverse projection is then 
made wider to produce the overall pattern of local 
excitation and surround inhibition. This is a simpli-
fication done to reduce the computational load and 
the number of parameters. It is not meant to ref lect 
any neurophysiological property of the inhibitory 
neurons or the neural connectivity pattern.

The two-layer field shows a delayed onset 
of inhibition according to the same mechanism 
described earlier for the biological neural system. 
In particular, if an external input is applied to the 
system, it drives the activation in the excitatory 
layer, while the inhibitory layer initially remains 
unchanged. When the activation of the excitatory 
layer reaches the threshold of the output function, 
the interactions start to come into effect. The lat-
eral interactions within the excitatory layer drive 
activation further up locally, and at the same time 
the activation of the inhibitory layer is increased. 

Output threshold
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FIGURE! 3.13: Architecture of two-layer field. The excitatory layer (top) projects onto itself and onto the inhibitory 
layer (bottom; green arrows). The inhibitory layer projects back onto the excitatory layer (red arrow). All projections are 
spread out and smoothed by Gaussian interaction kernels.
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[chapter 3 of the book]
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Math of 2 layer Amari fields

with projection kernels

!u
·u(x, t) = ! u(x, t) + hu + s(x, t)

+! kuu(x ! x" )"(u(x" , t))dx" ! ! kuv(x ! x" )"(v(x" , t))dx" 

!v
·v(x, t) = ! v(x, t) + hv + ! kvu"(u(x" , t))dx" 

kab(x ! x" ) = cab exp (! (x ! x" )2

2"2
ab ) {a, b} # {u, v}
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Time course of selection decision

initially input-dominated

excitatory interaction arises 
as once the excitatory field 
goes through threshold

inhibition arises only after 
that has happened… when 
inhibitory field exceeds 
threshold => begin to see 
inhibitory interaction

_ +

+

excitatory
layer

inhibitory
layer

inhibitory
kernel

excitatory
kernel

[Wilimzig, Schneider, Schöner, Neural Networks 2006]
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Time course of selection decision

early: input driven

intermediate: dominated by excitatory interaction

late: inhibitory interaction drives 
selection

[Wilimzig, Schneider, Schöner, Neural Networks 2006]
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=> early fusion, late selection
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[Wilimzig, Schneider, Schöner, Neural Networks 2006]



Delay affords oscillation
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Speech Errors in Alternating Tasks
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Speech Errors

• Systematic properties of errors have traditionally been 
used to argue for abstract segments as units of 
phonological encoding in speech production.

• The most frequent sublexical units involved in errors are 
single segments (Shattuck-Hufnagel, 1983).

•  coffee pot   --->    poffee cot

• Segments are accommodated to their (new) contexts 
during the execution of the plan.
•  slumber [ph]arty  --> lumber s[p]arty (Fromkin, 1973

•



• Errors arise during planning when 
segments are inserted into the 
wrong positions within 
phonological frames.

• Plans for utterances with errors 
are well formed phonotactically 
(e.g. consonant segments are 
inserted in consonant frame slots).

• Execution of utterances with 
segmental errors is “non-
anomalous” (they are articulatorily 
well formed). 

• Potentially anomalous execution may fail 
to be represented in transcription 
records.

• Transcription is inherently segmental.

• Gradient errors may have little 
perceptual salience, but there is 
evidence for gradience.  
(Mowrey & MacKay, 1990; Goldrick, M., & Chu, K. , 
2014)

Standard Assumptions Problems



Speech Errors: Gestural Analysis

• Examine gestures during 
repetitive tasks that elicit 
speech errors.

•EMA (Goldstein et al, 2007)

• real-time MRI 

“cop top cop top...”
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Gesture Intrusions

• “Extra” copy of a gesture appears at an 
inappropriate temporal location.

• Usually co-produced with the gesture that is 
appropriate at that time (reductions occur but much 
less frequently).

• vary continuously in magnitude and differ in 
perceptibility (Pouplier & Goldstein, 2006)

• small perceived as “normal
• large perceived as substitutions (t->k)
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each trial were included. Trials for which there were fewer than 12 repetitions were
excluded from the analysis (Wve trials across subjects). Error numbers were col-
lapsed across the seven subjects and normalized for total number of measurements.
Further, the tokens included were coded for whether they occurred at the begin-
ning (tokens 1–4), the middle (tokens 5–8) or the end (tokens 9–12) of the trial. The
ANOVA had the factors Rate (fast vs. mid vs. slow) and Trial Part (beginning vs.
middle vs. end); both main eVects are signiWcant (Rate: F (2, 36)D 73.3, p < .0001;
Trial Part: F (2,36)D 28.04, p < .0001); the interaction approaches signiWcance
(F (4,36)D 3.9, pD .013). This means that the number of errors diVers signiWcantly
with rate as well as with time. A posthoc test (Ryan–Einot–Gabriel–Welsch Multi-
ple Range Test, henceforth REGWQ) on the main eVects shows that all three rate
conditions diVer signiWcantly from each other. For the trial part eVect, the middle
and end section of the trial are not signiWcantly distinct from each other, but there
are signiWcantly less errors in the beginning part compared to either the middle or
the end section of a trial.

Qualitatively, the error patterns are comparable across rates, showing a domi-
nance of intrusion without concomitant reduction, as can be seen in Table 1. While
clearly the fast rate elicits most errors of all types, qualitatively, error distributions
are similar in that all rates exhibit a strong intrusion bias, with reduction errors and
substitution errors occurring substantially less frequently.

2.2.2. Vowel, phrase position and stress
A two-tailed matched samples t-test was conducted to compare error numbers on

the initial consonants for the two vowel conditions (top cop vs. tip kip). Average error

Fig. 3. Error rate pooled across the seven subjects as a function of repetition number for each metronome rate.
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FIGURE 9 | Frequency reorganization example: Head movement increases as metronome rate accelerates; at the highest rate, all articulators, including the head,
have entrained 1:1 to the syllabic rate. Except for lip aperture (LA), trajectories show vertical components of movement. Green vertical lines index HEAD minima
[compare with alternating tongue tip (TT) and tongue dorsum (TD)].

contexts, reductions increased more than intrusions and TD
and TT articulators more than LA (in CODA alternation, these
contrasts were n.s.).

Average Mutual Information (Figure 7): Greatest MI observed
between head and the alternating (phrasal rate) articulators
(MIH2A|B), least between head and the non-alternating
(syllable rate) articulator (MIH1), and intermediate MI between
head and jaw (MIHJ).

Mutual Power (Figure 8): For alternating trials only, including
errors, highest MP was observed at the alternating (phrasal)
rate; this increases in errorful trials and is reduced in CODA
alternation and ACC2 epochs. For all trials, including non-
alternating controls and excluding errors (to test possible e�ects
of prosodic stress), no significantMPwas found at the alternating
frequency for controls but significant power at that frequency for
alternating trials.

DISCUSSION

The pattern of observed speech errors increasing by epoch
demonstrates the e�ectiveness of the accelerating rate task for
imposing pressure on production and confirms that errors occur
more frequently in coda than in onset alternation. Returning

to the questions raised in the Introduction, the results show
clearly that head movement, as indexed by distance traveled
(MVT) and peak velocity aggregated over epochs (VEL), does
increase with speech production rate as driven by the increasing
rate metronome. Head movement was also significantly greater
within epochs in which at least one error occurred compared to
error-free production. In addition, peak velocity was shown to
increase significantly immediately following labeled production
errors, thus confirming the previous observations of Dittmann
and Llewellyn (1969) and Hadar et al. (1984b). Some e�ects
of error type were seen: more intrusions than reductions
or substitutions were obtained overall, and more intrusions
occurred with the TD articulator than with TT or LA, confirming
the pattern reported by Slis and Van Lieshout (2016). While both
AMI and MP results show significant coupling of the head to
the jaw, this was in both cases subordinate to that seen for the
pairing of the head to the constriction-forming articulators, thus
ruling out the jaw as a primary source driving the entrainment
(The lesser magnitude coupling that does exist between head
and jaw likely arises from its synergistic role in helping form
the constrictions).

The question of whether head movement is sensitive to onset
vs. coda asymmetry has a more nuanced answer. Neither MVT
nor VEL supported an e�ect of alternation context in modeling.

Frontiers in Psychology | www.frontiersin.org 13 November 2019 | Volume 10 | Article 2459
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FIGURE 1 | Metronome click periods. Epochs are delimited by the number of clicks between the start of acceleration and the last click with produced speech (2n),
with each epoch including n clicks.

FIGURE 2 | Intrusive error example, showing inappropriate co-constriction of tongue dorsum (TD) coincident with the /t/ target TT closure. The error threshold is
determined as the “split” mean between the median distributions of in-phase and anti-phase articulator extrema.

Frontiers in Psychology | www.frontiersin.org 6 November 2019 | Volume 10 | Article 2459

Tiede et al, 2019



Why do intrusions occur?

• Under the conditions of repetition,  individual constriction 
gestures (LL,  TT,  TB, jaw) function as oscillators.

•  The oscillators entrain.

• Under control of rate (and/or other parameters), they can 
exhibit a shift to a different (more stable) mode.

• What are the relevant modes?



Frequency-locking modes

• When performing 
oscillatory motions of 
multiple body parts

• Simple rhythms (e.g., 1:1, 
2:1) can be performed 
without learning or 
practice.

• Complex multi-frequency 
rhythms (e.g.,  4:3, 5:2) can 
be learned.

• Spontaneous transitions 
are observed from 
complex to simpler 
modes as rate increases.

Skilled drummers begin by 
bimanual tapping  with a 5:2 

frequency-locking and 
gradually increase 

movement frequency. 
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Frequency-locking mode
• In “cop top”, TT and Lips are frequency-locked in 

1:2 relation. 

• TT intrusion error can be viewed as a fluctuation 
enroute to  transition to a simpler mode of 
frequency-locking (1:1) between TT and Lip 
constrictors.
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Evidence for frequency-locking account of 
gestural intrusion 

1. Effects of repetition condition:
• takes time for intrusions to build up

• more intrusions at faster repetition rates.

• higher frequency dominates in 2:1 -> 1:1 transition

2. Effect of coda
• Many fewer intrusions when there is no coda C (Pouplier, 2008). 

(No oscillator at the higher frequency).

3. Timing of intrusive and intended gestures (Pouplier, & Goldstein, 
2009)

• Gestures are synchronous at their onset 

• Intrusive gesture are shorter on average than intended (may 
reflect suppression of intrusive gestures, based on orosensory 
or auditory feedback).



rates, there is a trend towards decreasing negative values over the time course
of the gestures. Negative values indicate that the respective event of the
intended gesture occurred later in time than the one of the intruding gesture.
The two gestures start their movement around the same time with the
median being close to zero. With each successive event, the gestures drift
further apart in time with the intended gesture occurring later in time at both
MAX and TOFFS, the point of release.

The data in Figure 3 indicate a potential rate effect in that the change in lag
values over the time course of gestural activation is more pronounced for the
slow rate compared with the fast rate. For each lag (GONS, TONS, MAX,
TOFFS), Wilcoxon tests were performed in order to determine whether there
are any significant rate differences. The tests were not significant for any of the
lags (GONS lag: Z!"1.095, asymp. sig!.273; TONS lag: Z!"0.730;
asymp. sig!.465; MAX lag: Z!"1.461, asymp. sig!.144; TOFFS lag:
Z!"1.461, asymp. sig!.144). A Friedman test on the four different lag
values collapsing over the two speaking rates was significant (x2(3)!1284.6,

Figure 3. Median of lag values of the successive kinematic events for the two speaking rates.

Figure 2. Schematic illustration of articulatory timing measures.
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pB.001). Any potential role of consonant type in contributing to the change
in lag values over the kinematic events will be considered in a later section.

Figure 4 shows a histogram of the lag values across all subjects and
tokens. In order to evaluate whether there is an asymmetry in lag values for
GONS as predicted by a monitoring account, we evaluated the number of
positive and negative lag values for GONS. There are, across subjects, 541
tokens which show a positive lag value, 29 tokens with a lag value of exactly
zero and 525 tokens with a negative lag value. A sign test was not significant
(p!.646). Negative lag values would be expected to predominate on the
monitoring account, yet there is no evidence for such an asymmetry in our
data. Looking at the number of positive and negative GONS lag values on a
by-subject basis, no coherent picture emerges: For each subject, the sign test
is significant at the .01 level, but, as can be seen from Table 2, for two
subjects there are significantly more positive lag values, while for the other
two subjects there are significantly more negative lag values (see also Figure
A1 in the Appendix). This between-subject variability in the direction of the

Figure 4. Histograms of GONS, TONS, MAX, and TOFFS lag values (ms) across all tokens
and subjects.
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Possible DFT model of intrusion bias

stimulus input begins, indicated by the vertical dashed line
at time step 100 in Fig. 18A. The activation level of the Ton-
gue Back planning field begins to rise, and the activation
level of the Tongue Tip planning field begins to fall due
to cross-field inhibition. The input for the required
response begins at time step 500, resulting in the contin-
ued rise of the activation level of the Tongue Back planning
field. At time step 1000, the response input stops, and the
Monitor specific to this task needs to send values from all
planning fields that have stabilized in the ‘‘on” state to
implementation. In this case, only the Tongue Back field
has such an activation level. Therefore, the production
value of only the Tongue Back with the maximum activa-
tion level is sent to implementation. Fig. 18B shows a sim-
ulated trial of the incongruent condition, where the
distractor is ‘‘tab”. In this case, the distractor input raises
the activation level of the Tongue Tip planning field, which
behaves much the same as the Tongue Back planning field
does in the congruent condition, rising toward a self-
sustaining ‘‘on” peak and inhibiting the Tongue Back field.
However, at time step 500 in this condition, the response
input results in the activation level of the Tongue Back field
rising, overcoming the inhibition from the Tongue Tip field
and eventually inhibiting the activation level of the Tongue
Tip field around time step 600, so that at time step 1000
the Tongue Back field has achieved a higher activation level
than the Tongue Tip field. Cross-field inhibition lowers the
levels of both articulator fields, but does not prevent either
of them from achieving and maintaining an ‘‘on” state.
Therefore, in this condition, both the Tongue Tip and Ton-
gue Back fields have achieved an ‘‘on” state, and their
weighted production values are sent to implementation.
On this trial, the model therefore predicts both dorsal (ton-
gue back) and alveolar (tongue tip) constrictions, but with
the dorsal contact being greater than the alveolar, since the
Tongue Back field has higher activation than the Tongue
Tip. This is what was found by Yuen et al. (2010).
Fig. 18C shows the mean maximum activation levels of
the Tongue Tip and Tongue Back planning fields at time
step 1000 in the two different distractor conditions across
100 simulated trials (50 for each distractor–response pair).
On the left, the mean activation of Tongue Tip planning
remains below resting level since there is no input to it

and it is inhibited by the Tongue Back field. On the right,
the activation level of the Tongue Tip field is roughly equal
to the ‘‘on” activation level, meaning that on average, the
planning field corresponding to the distractor stimulus
achieves a stable ‘‘on” state and a tongue tip constriction
is therefore sent to Implementation. The activation level
of the Tongue Tip planning field is lower than the Tongue
Back planning field, so that even though tongue tip con-
strictions are sent to Implementation, they are weaker
than the tongue back constrictions. In summary, these sim-
ulations show that the model of phonological planning that
accounts for RT differences in the response–distractor task
can also provide an account of modulations in articulation
in another task where response times are externally
imposed.

VOT modulation

Finally, the model also makes predictions about the nat-
ure and phonetic detail of the other main phonological
parameter of the actual responses, i.e., voicing. The combi-
nation of inputs to the planning process can also result in
modulations of the implemented values of the utterance
being planned. We specifically focus here on the effects
of within-category gradient differences in input values
and the consequences of such differences for the value
chosen for implementation.

The dynamics of DFT are such that, on the one hand,
when two inputs are sufficiently close to each other, even
if they are not the same, they excite each other. This
mutual excitation results in a faster buildup of activation
for parameter values in the region of the two inputs than
if there were no re-enforcing input, thus the increased rate
of activation buildup. That is, local excitation introduced
by parameter values sufficiently close to each other
increases not just the activation levels of these values but
also the activation level of neighboring parameter values.
Therefore, given two inputs that are sufficiently close to
each other, one having peak a maximum activation at
parameter value x1 and the other having a maximum at
x2, all parameter values between x1 and x2 are excited by
both inputs. Assuming that the combined inputs are of suf-
ficient strength for the field to stabilize with a single peak

Fig. 18. Simulation of the result from Yuen et al. (2010). (A) Evolution of the Tongue Tip and Tongue Back fields on a trial with the congruent (identical)
distractor–response pair, kab–kab. (B) Evolution of the same fields on a trial with the incongruent distractor–response pair, tab–kab. (C) Mean activation
levels of the Tongue Tip and Tongue Back fields at time step 1000 across 50 simulated trials for each distractor–response combination (error bars indicate
one standard deviation).
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Roon & Gafos Model of 
data from Yuen et al, 2010

• In this task, the response is required at a given “beep” to 
which the subject synchronizes. 

• Production of /k/ in /kab/ with /tab/ distractor shows more 
TT contact than /k/ in /kab/ with identity distractor.

• activation in multiple fields can both be above threshold at 
the time response is required. 

• Assume the amount of constriction observed is 
proportional to super-threshold activation level.

Distractor
Target

Response /tab/ /kab/
/kab/

/kab/

Distractor Target



DFT model of intrusion bias

• In the speech error task, even the non-errorful trials of  ‘cop-top’ show more 
constriction of the unintended effector than in control trials (Macmillan & Corley, 2010). 

• Speech error task requires output synchronized with metronome.

• Inhibition is delayed with respect to activation

• Activation of unintended field may not have had time to be inhibited to below 
threshold by the time the output has to be produced.

• Effect will be greater at faster rates.  
results are similar in this sense to the saccade RT data

• Open questions about this account:

• Model requires subtle interleaving/integration of planning and production

• How to model planning of alternating intensions.

• Model the fact that the intrusive gestures are shorter.


